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Abstract
In order to perform a large variety of tasks and achieve human-level performance
in complex real-world environments, an intelligent agent must be able to learn from
its dynamically changing environment. Generally speaking, agents have limitations
in obtaining an accurate description of the environment from what they perceive
because they may not have all the information about the environment. The present
research is focused on reinforcement learning algorithms that represent a defined
category in the field of machine learning because of their unique approach based on
a trial-error basis. Reinforcement learning is used to solve control problems based
on received rewards. The core of its learning task is defined by a reward function
where an unsuitable choice of action results in more negative rewards. The reinforcement learning framework comprises of the notion of cumulative rewards over time,
to enable an agent to select actions that promote long-term results. Q-learning and
SARSA are two popular methods along this approach. These two methods are similar except that Q-learning follows an off-policy strategy while SARSA is an on-policy
algorithm. In this thesis, we present the comparison of Q-learning and SARSA algorithms for the global path planning of an agent in a grid-world game environment
in order to verify the efficiency in different scenarios. In this thesis, simulation
was performed in the grid-world environment comprising of static obstacles with a
density of 30%. The results demonstrate that both approaches reach the optimal
policy with a complete success rate of the learning episodes in the test cases. The
comparison shows that Q-learning algorithm outperforms the SARSA algorithm by
34% in terms of the computation time as both approaches tend closer to negative
rewards while arriving at the optimal path. However, with 12% higher convergence
ratio, the SARSA approach better avoids large penalties from exploratory moves
which in turn proposes a safer route as the optimal path.
keywords: Machine learning, Reinforcement learning, Q-learning, SARSA algorithm
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Chapter 1
Introduction
1.1

Motivation

Considering the theory of evolution, we observe that all animals model some behavioral pattern by performing an action with respect to percepts obtained from
the environment they occupy. Many animals tend to behave differently over time
when given the same input. This behavioral pattern is important to the survival
of animals. Current advancements in technology aim to replicate the learning process of animals in machines. Reinforcement learning is a subset of machine learning
with motivation from behaviorist psychology, whereby software agents can naturally
model an ideal behavior within a defined framework. The reinforcement learning
agent does not learn from being specifically taught instead it learns from the result of prior actions. The agent fundamentally performs trial-and-error learning by
choosing actions based on its experiences and recent choices. This machine learning
process signifies that we require minimal help from a human expert who is experienced in the application field. This implies that less time will be used to model
a solution rather than having complex rule sets with Expert Systems. Irrespective
of the outstanding success of reinforcement learning in distinct domains, there exist limitations for reinforcement learning algorithms to handle some inputs such as
vision and speech.
Some applications of Reinforcement learning include robotics such as robot soccer, robot helicopters. Such problems demand making an optimal decision process
towards reaching the goals. The change in environment state makes it difficult to
process an optimal policy because the model is unavailable. Reinforcement learning
can be used to solve these limitations and obtain the optimal policy as the agent
learns by interacting with the environment to reach the desired goal. The policy
being learned also considers the long-term consequences of each individual decision.
Search algorithms can be used in the thought process of an agent, by determining
the sequence of steps that yields the optimal state or a complete result. Path
planning is the most common search approach where an agent chooses its next
move towards the goal state. During the learning phase, expert knowledge or search
techniques are inadequate. The learning process is important as the agent will then
learn from its mistakes and yield better decisions over time.
Common path planning algorithms such as genetic algorithm and ant colony
optimization require modeling the environment which results in some drawbacks in
complex dynamic environments. There has been significant improvements in rein1

Table of Contents

forcement learning algorithms and the implementation in path planning scenarios.
The benefit is that it does not need a precise model of the environment. The navigation of agents in path planning scenarios uses reinforcement learning.
In this thesis, we solve sequential path planning problems using reinforcement
learning methods in specific testing domains. For example, in a grid world environment, an agent has to navigate through the grid from the start state towards the
goal while avoiding all the obstacles. In the end, the agent aims to select the most
optimal policy that identifies a collision-free path from the initial state to the target
state according to some evaluation criteria in an environment with obstacles. We
use Q-learning and SARSA to solve these path-planning tasks. In order to solve this
path planning problem, we first represent the problem as a Markov decision process (MDP) which is a conventional problem formulation in reinforcement learning.
Then we utilize reinforcement learning methods such as Q-learning and SARSA to
the problem to obtain the optimal solution.

1.2

Autonomous Navigation

An autonomous agent can obtain information from the environment, navigate through
the environment over a time step without human assistance and avoid obstacles along
its path either static or movable objects. A mobile agent can also learn and utilize
its knowledge base by learning from experience and adapting to new tasks or dynamic environments. Thus, mobile agents possess the ability to establish autonomy
and learn over time in an environment. It is however a huge task to design mobile agents that perform optimally and autonomously in structured, dynamic, and
observable environments with challenges such as uncertainty in observing percepts
from the environment and producing instant actions. Therefore, the combination of
mobility and navigation is very important for most scientific applications of agents
in an environment.
Autonomous navigation is a vital procedure in the advent of mobile agents and
is the major foundation for success in the industrial application of autonomous
mobile robots. The classical navigation task of a mobile robot describes a method to
maneuver and obtain an optimal path by avoiding obstacles via percepts from sensors
and it involves the following interconnected definitions: First is the perception which
means to gain and analyze sensory inputs, next we have exploration which defines a
strategy that decides the next action step to take, followed by mapping which is the
combination of sensory inputs with the model in the environment. The next step is
localization which defines the strategy of evaluating at every given time the position
of the agent with respect to the environment to exercise accurate movements. The
final step is path planning which is defined as the strategy to obtain an optimal
path from the start state to the terminal state.
Therefore, to conclude the autonomous navigation task is the procedure of mobile agents to infer some data about the environment, process and act on that information obtained and maneuver through the environment after seeking an optimal
path. The action-selection process is an important prerequisite for any autonomous
agent and all the actions rely on the percepts and sensory inputs observed from the
environment.
Chapter 1
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1.3

Learning Agent

Intelligent agents cannot be implemented to perform preprogrammed actions as one
is unaware of the unprecedented scenarios that the agent may encounter. Recently,
agents deployed in the industry are preprogrammed and need a properly designed
environment. Programming these agents is quite a costly procedure that needs an
expert. Then, empowering agents to learn and perform autonomous tasks through
self-exploration, agent navigation, and preprogramming of tasks in an environment.
However, agents that cannot learn over a given time step do not possess an important feature of intelligence. [1] has indicated a drive towards machine learning
methods to boost the autonomy of agents through aggregated experiences, and machine learning approaches are theoretically less expensive than simple ones. Machine
learning methods are likely deployed and rely on the productivity of software engineers. Learning presents a core topic in recent machine learning researches. The
learning process of an agent is a modern research area that cuts across machine
learning and analyzes methods that allows an agent to navigate and adapt to its
environment based on learning algorithms. The structure of the agent provides
some difficulties such as learning constraints and data collection during the learning
process.
Learning agents depend on several machine learning methods, especially reinforcement learning which is classically adopted to complex learning domains. Simple
machine learning-based methods try to generate a model which allows the agent to
perceive and perform actions in real-world scenarios. Learning agents is based on
the method that it is less likely to precisely predict all real-world scenarios. Also,
learning agents center around various categories such as observing sensory inputs,
planning, action selection, and others. The core of this research is learning autonomous navigation in mobile agents. Generally, the learning process in a control
problem indicates possessing a specified control system and a given task through
trial and error [2]. Reinforcement learning is a trial-and-error learning method that
is known for learning strategy for sequential decision tasks [3].
Reinforcement learning methods evaluate sequential decision tasks based on the
Markov decision process through a strategy of agent exploring and observing outcomes of separate actions at different time steps with the goal of maximizing a total
cumulative reward. Reinforcement learning has been adopted in various learning scenarios. Learning from past experiences and observations is a method where learning
agents imitate observations present models like humans. There is a wide variety of
methods classified under autonomous researches. These observations are simply observed as state-action pairs and learning algorithms follow a policy that maps states
to actions depending on past experiences. A similar method is presenting a mapping
of observed states to actions that consists of learning behaviors during tasks without
requiring a model or predefined domain-specific knowledge [4]. These methods are
appropriate in fields where settings for learning from demonstrations and adapting
to unprecedented situations are restricted. The rise of efficient learning approaches
for mobile agents leads to a wide variety of successful robotic applications such as
control problems [5],[6] and autonomous navigation [7].
Chapter 1
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1.4

Reinforcement Learning

Reinforcement learning is identical to the mode of learning in animals. Major reinforcement learning algorithms are derived from learning models of biological science
[8]. Based on the foundation of machine learning, reinforcement learning derives
a method for solving control problems and can save programming time to build
a control system. Reinforcement learning involves trial-and-error learning with an
environment to reach a goal state. This learning phase from continuing interaction
helps to improve the performance of the agent. The agent performs an action and
the environment reacts to the action with a given reward yielding a new state. The
goal of an agent is to maximize the total reward it receives.
The learning process of an agent involves finding which actions theoretically
yield the highest reward and utilizing its experience to increase the performance of
consequent trials. Furthermore, agents learn how to act and reach the goal from
the reward it receives by interacting with the environment which ideally changes
the state of the environment. Reinforcement learning is based on learning how
good an agent can be in a given state for a long time known as the value of a
state. The environment then gives a reward in reaction to the agent’s action and
the reward is in turn used to estimate the value of a state or an action. The action
with the highest value is selected because the highest value, in the long run, yields
the greatest reward. Therefore, the agent while learning can maximize the total
cumulative reward received.
A model is a direct representation of an environment and a learning agent can
compute the value function irrespective of a model. If the reinforcement learning
algorithm formulates a model and learns value functions based on that model it
is known as model-based RL. However, reinforcement learning algorithms can also
learn irrespective of a model in an environment. When the algorithm performs
trial-and-error learning of state and action values from past experience without any
environment models, it is called model-free RL. A model imitates the environment’s
behavior and evaluates the change in the environment with respect to agents’ actions.
Nevertheless, learning a model demands intricate computation when compared to
model-free approaches. The agent can choose actions by exploiting previous experience or by selecting unvisited actions. This trade-off between exploration and
exploitation can aid the agent in observing optimal behavior during the learning process. For an agent to learn an optimal policy, it is fundamental to have a suitable
exploration strategy.
Additional parameters such as the optimization function, assigning of rewards received can help determine how well the training of an RL agent. Chapter 2 discusses
model-free and model-based methods. For complex problems, the value function obtained is stored using a parameterized function instead of a tabular form. We discuss
the comparison of Q-learning and SARSA which are model-free RL methods using
function approximation in Chapters 4.

1.5

Thesis Objective and Methodology

The objective of this thesis is:
We apply the Q-learning and SARSA to a standard RL domain such as a Grid
Chapter 1
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World navigation environment. The goal is to design an agent that can successfully
maneuver and learn to navigate in the grid world and maximize the cumulative
reward it receives with sensory inputs.
To achieve this objective, we carry out a comparative study of existing approaches and analyze their merits and demerits. The Markov Decision Process
provides a standard mathematical framework for modeling decision-making in scenarios where outcomes are partially controlled by the agent. The Markov property
illustrates that the future depends only on the present state and does not depend
on past history. The Markov process does not consider the past if the present state
is given. Initially, the Markov decision Process needs a preset knowledge base of the
reward and transition function. The Q-learning algorithm relies on the quality of
features and fundamentally cannot know how the environment operates, the policy
is learned via its own experience. Although, the result of Q-learning is largely dependent on handcraft features which leads to a narrow application scope. We would
like to compare the results and performance of Q-learning and SARSA on a Grid
world navigation environment.
To perform the experiment we design an environment for standard RL domain
in a Grid World navigation. The implementation of the environment is constructed
in Python. When the agent observes a percept from the environment and performs
an action, the environment returns the reward and pixel of frames. In 2015, Google
constructed the new algorithm called deep Q-network and has achieved tremendous
results in Atari games implementation. Alternatively, our domain involves low dimensional state space and has been well studied by other reinforcement learning
algorithms. Furthermore, we compare the performance of the traditional Q-learning
algorithm and SARSA algorithm. The results show that the SARSA algorithm
results in a higher average reward in the grid world environment

1.6

Contribution of this Thesis

This research entails autonomous navigation of an intelligent agent in solving control
problems through agent learning through continuous interaction with the environment. Learning agents possess an identical ability to imitate during the learning
process like humans. The focus is for the functional learning agents to adapt to
new conditions through preprogramming. This research is considered using reinforcement learning approaches. Classical reinforcement learning possesses the difficulty in generalizing states that have not been encountered and this has attracted
novel researches. On-policy and off-policy methods are key reinforcement learning approaches that resolve this difficulty because of their efficient generalization
performance. Therefore off-policy and on-policy approaches were adapted in reinforcement learning which affects the capabilities of the learning agent. The major
contributions of this research are outlined as:
1. Agents learn from past experiences and this allows the agents to learn behaviors from prior iterations. Therefore, we performed evaluations by variation
of parameters to obtain a more suitable policy-based learning approach that
successfully enabled agents with the capability to learn from trial-and-error
experiences in a grid-world game environment.
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2. Additionally, owing to the conservative nature of model-free learning we ascertain optimal parameters to verify the efficiency and performance of Q-learning
and SARSA algorithms by observing the convergence ratio and computation
time to overcome the problem of getting stuck in local optima and deduced
that SARSA has 12% higher convergence to produce safer path.
These key points enumerated above were applied to agent navigation and path
planning in a simulated environment for this thesis. Final results have produced
a basis and allow agents with the capability to learn through trial and error and
arrive at the optimal solution providing a balance between faster outcomes and
better performance showcasing the fundamental trade-off between exploration of
exploitation.

1.7

Thesis Structure

In Chapter 2, we discuss the background literature of two major methods used
to solve reinforcement learning problems such as model-free and model-based approaches. Initially, we discuss a model-free method that learns from experiences
irrespective of a model.
In Chapter 3, we discuss the core idea of reinforcement learning which is used
as a standard framework in the rest of the thesis. Initially, we discuss the concept
of the Markov decision process (MDP) which is a fundamental problem formulation
of reinforcement learning. Furthermore, we describe the main approaches used for
solving MDP problems which include temporal-difference (TD). Temporal-difference
learning is based on function-approximation methods which we can apply to very
complex control problems. This chapter also presented some reinforcement learning
approaches used in autonomous navigation. Furthermore, we discuss some fundamental improvements presented in the reinforcement learning literature.
In Chapter 4, we discuss the concept of the GridWorld setting and the state
representation for an agent in a novel environment combined with the procedure of
solving MDP problems with reinforcement learning.
In Chapter 5, We describe the algorithmic comparison of reinforcement learning
methods such as Q-learning and SARSA with exploration and exploitation strategies
used to solve the Grid world navigation problem. We describe that the reinforcement
learning algorithm can learn optimal action steps to take while navigating in the
grid world environment. Experiments conducted reveal two vital parameters that
contribute to the effectiveness of the Q-learning algorithm. Furthermore, we describe
the series of trade-offs between exploration and exploitation during the learning
step. Subsequently, we outline model-based approaches which learn the transition
function and rewards based on the environment. We demonstrate in our experiments
how model-free methods are used to denote transition functions and showcase the
efficiency by comparing both Q-learning and SARSA methods.
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Chapter 2
Literature Review
Machine learning is the cognitive ability of an agent to learn and demonstrate intelligence based on experiences and percepts observed from the environment [9].
There are three types of learning which include supervised, unsupervised, and reinforcement learning. Supervised learning involves performing a task by providing
training and is based on prior knowledge of the environment while unsupervised is
a self-learning model where the system observes features on its own.
Reinforcement learning on the other hand started in the early 1980s and was
devised from a trial-and-error learning process [10]. If a problem is described as a
Markov decision process, then reinforcement learning proves to be a suitable option
to seek solutions. Temporal difference learning is an estimation of state-value functions of a finite state Markov decision process under a given policy. The Markov
decision process entails the representation of the environment in discrete states and
will be discussed in section 3.2. The temporal difference learning involves estimating
the discrete states of the Markov decision process. The combination of the Markov
decision process with temporal difference learning is used to derive a learning agent.
The reinforcement learning trial-and-error process depicts that the learning agent
continuously learns from its prior miscalculations. This concept was introduced from
the psychology of learning in animals [11]. This reinforcement learning technique
aims attention to produce optimal control which allows the agent to execute its
task efficiently. Robots that are controlled with reinforcement learning are learning
agents and can navigate in the environment with the use of sensors.
The agent observes percepts from the environment and maps scenarios with actions to produce a goal state. Reinforcement learning is focused on positive or
negative rewards which is based on the action sequence of the learning agent towards the goal. This results in a goal-seeking agent [10]. Reinforcement learning is
restricted with discrete state perception and discrete actions. Therefore the learning process becomes more difficult when too many variables need to be explored.
Recently, reinforcement learning has been widely adapted to introduce autonomous
agents that can perform tasks like going to space [12]. This action is made possible by agents interacting with their immediate environment without any previous
knowledge.
In literature, researchers have combined reinforcement learning with obstacle
expansion strategy to cope with large space and noisy environments. [13] utilized
a continuous Q-learning algorithm for solving autonomous navigation for mobile
agents. They adopted a multi-layer feed-forward neural network to estimate the Q7
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learning function appropriately [36]. The design in this approach considered three
actions and was adapted to a static environment and the agent was trained in the
same environment. Also, there is no proof of the functionality of the algorithm in a
separate environment.
Similar approaches based on the combination of reinforcement learning and neural networks were presented in [37]. The integration of reinforcement learning and
neural network were presented in [14],[15],[16]. These papers showcased the adaptability of their algorithms but contain some common limitations. Initially, these
papers utilized the same environment to train the agent during the learning process
as well as testing the navigation potential. Although, the expected task is that the
agent learns to avoid an obstacle in a given environment and move independently
in a novel environment independent of a model. Next, the restricted state and action spaces and a classical reward function prompt the challenge of the functionality
and demonstration of navigation tasks in more complex environments. However,
the algorithms in [14],[15] were implemented in a static environment and further
exploration in dynamic environments was considered in [16]. Reinforcement learning is widely adopted in agent navigation in an environment. A neural network
reinforcement learning approach was described for a visual control problem for a
robotic manipulator [17] where the image space is mapped to the actuator based
on two different algorithms such as Q-learning and SARSA, combined with neural
networks.
Q-learning and SARSA algorithms are two major reinforcement learning approaches that follow separate techniques. SARSA converges faster while Q-learning
has a better final outcome. Although, SARSA can easily be stranded in a local
minimum and Q-learning requires an extended time step to efficiently learn. [18]
proposed an approach of combining both Q-learning and SARSA known as backward Q-learning to handle the trade-off between exploration and exploitation for the
policy of choosing an action in a given state. This technique can improve learning
and speed up the final outcome. [19] also discussed an approach of safe exploration
of a Markov decision process in unknown environments. [20] also discusses recent research on new advancements of reinforcement learning algorithms based on function
approximation.
In recent years, reinforcement learning has been adopted to game theory to allow
the agent to make optimal decisions. In later sections, we look at a learning agent
using reinforcement learning in a grid game environment. In this thesis, we design
a reinforcement learning agent that performs learning in a grid game world. The
goal of this chapter is to discuss the fundamental elements and foundations adopted
to build the learning agent. The first section discusses the preface on reinforcement
learning. The second and third sections discuss the concept of the Markov decision
process and detail modeling an environment with respect to states. The fourth and
fifth sections describe how the reinforcement learning problem can be used to solve
path planning problems. The latter sections discuss some of the applications of
reinforcement learning in literature and entail a summary.

2.1

Overview

Reinforcement learning is a subfield of machine learning where an agent performs
a trial and error method of reaching a goal state by interacting with an environChapter 2
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Figure 2.1: The description of an agent interacting with an environment in reinforcement learning. The agent receives a state st and reward rt from the environment
and performs an action at in response.Source: [11]
ment. This depicts that the agent does not need any prior information regarding
the optimal behavior ahead of time. Unlike function approximators like artificial
neural networks that learn the optimal behavior by observing training data sets,
reinforcement learning is not restricted to examples given to it.
A function approximator can generalize based on the input given but can never
be better than the given examples. However, in reinforcement learning algorithms,
the agent has the potential to perform better than the set of input provided to
it. This approach leads to better agents, although, it is much difficult to learn an
optimal behavior with no prior knowledge about the optimal behavior ahead of time.
There are several variants of reinforcement learning but the goal involves selecting
an action that maximizes the cumulative reward received over several iterations.
The action-selection process of the agent leads to a reward for each corresponding
action taken. The agent then defines a policy based on previous, current, and future
rewards. There are methods where the agent estimates the value of the state to
attain an optimal policy.
Search algorithms are not popular as they attempt to search the policy domain
to arrive at the optimal action to be selected which determines a policy. Reinforcement learning is a common learning approach because of its unsupervised attribute.
The process involves the algorithm defining a reward function, and selecting an
optimal action policy that maximizes the total cumulative reward that is received
over a possible time step. However, this process is not trivial as we arrive at a
sub-optimal policy if the rewards are not clearly defined or the state parameters are
not adequately defined.

2.2

Reinforcement Learning

Reinforcement learning allows the learning agent to carry out its task towards a
goal state by interacting with the environment. Reinforcement learning aims to
maximize the agent’s total cumulative reward it receives. The reward is an indication
of the agent’s performance to reach the goal. The reinforcement learning algorithm
Chapter 2
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maintains the right balance between exploration and exploitation such that the agent
recollects the information from prior actions taken and repeats the actions through
exploitation [21]. An exploration strategy is also required where the agent tries out
different scenarios in order not to get limited in a local minimum or maximum.
The goal of the reinforcement learning agent is to enable the learning agent with
an adequate strategy to carry out the task of the agent [11]. The fundamental
assumption is the scenario of a single agent and the environment is detailed as
anything that circumvents and interacts with the agent at a given time. The current
state of an agent is the position of an agent with respect to the environment at a
given time t. In order to carry out a task towards a goal, the agent must perform
some set of actions. Actions change the state of an agent when carried out by
creating events. This leads to an agent performing a set of actions and interacting
with an environment based on reinforcement learning. After an action, the agent
then reaches a new state st+1 and receives a reward rt+1 . This reward is an indication
of the level of success the actions give. This reward in turn helps the agent realize
if the actions taken are beneficial. Rewards can either be delayed or instant over
a given period of time. The given action carried out by the agent is known as the
agent’s strategy which simply is a plan to attain a fixed goal. There can be several
strategies to reach a certain goal but not all of these strategies are optimal.
Let us observe a scenario of a human navigating through a city. We assume that
the person will select actions that lead to the destination fastest. Therefore, the
human tries the fastest possible route towards the goal. There may be more than
one strategy that leads to a goal but the human selects the most optimal strategy
that leads fastest to the destination. Then, we define the shortest time to goal as
the optimal choice. Likewise, the learning agent selects a set of actions that lead
to the goal state. The agent chooses those actions depending on its current state
and prior knowledge base. The set of actions taken by the agent defines the agent’s
strategy. The current state is a function of the agent’s current position relative to
the environment. The knowledge base of the agent is how the agent learns to avoid
obstacles using the information it has previously learned.
A policy πt entails the strategy the agent will adopt at a given time t. This policy
is estimated by the probability of choosing a certain action from the set of actions
possible. This probability represents how much reward an action will produce and
is updated based on the agent’s continuous interactions with the environment. Subsequently, the policy is updated with time. Therefore, the agent’s using a policy πt
will perform an action at = a while it is in state st = s detailed as πt (s, a). The
optimal policy π ∗ (s) entails the finest policy that an agent can possess to accomplish
the same task and optimality is dependent on the goal information. The reinforcement learning algorithm allows the learning agent to attain a similar policy to the
optimal policy. As previously explained, reinforcement learning is focused on maximizing the reward it receives. Maximizing the reward is a function of the quality
of the task being completed. Therefore if the task requires a finite time, then the
maximum reward received is a sum of all rewards where t is the time step and T is
the termination time.

RT =

T
X

rt

(2.1)

t=1
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Therefore, the expected maximum cumulative future reward at a given time t is
given in equation 2.2
Rt =

T
X

rt+k

(2.2)

k=1

Alternatively, in other scenarios, we have an indefinite task. Then, it becomes
important to maximize the discounted future rewards as shown in equation 2.3.
Rt =

∞
X

γ k rt+k+1

(2.3)

k=0

Where γ is a positive value between 0 and 1. The agent seeks to maximize the
reward Rt at every given time step. If the value of γ is greater, the agent focuses on
the future rewards, the lesser the value of γ the agent is stuck on the current reward
and becomes a short-sighted system.

2.2.1

The Reinforcement learning Model

The reinforcement learning model is made up of an agent and an environment.
The environment generates a state st for each current time step t and the action
of the agent relies on the state st . Immediately the action at is executed, the
environment generates a new state st+1 to the agent. Furthermore, the environment
also generates a reward function rt+1 with the state, which represents the current
reward or loss for choosing an action at in the current state st . The representation of
the reinforcement learning model is given in Figure 2.2, where the action selected by
an agent in a current state is based on the policy of the agent given as π. The goal
of the reinforcement learning model is to optimize the selected policy to maximize
the total cumulative reward over a given period of time.
The formal definition of the reinforcement learning model adopts discrete state
sequences for every time step t. Each of the state sequence s ∈ S, there exist a
corresponding set of actions A(s). The actions selected depend on the policy π
observed by the agent. Two types of policy functions exist such as stochastic policy
function and the deterministic policy function. The stochastic policy function π(s, a)
involves the probability of the agent selecting an action step a in a current state s.
However, the deterministic function π(s) is given as the action a selected in state
s of the agent. It is trivial to switch a stochastic policy to a deterministic one by
selecting a greedy strategy, where:
π(s) = argmaxa {π(s, a) | a ∈ A(s)}

(2.4)

In most cases, the notation for the stochastic policy is given as π(s) for simplicity. The agent depends on the current state only during the action-selection
process, therefore previous actions and states are not taken into consideration. The
environment chosen is a stationary one which implies that the probability of reaching a state s‘ and observing a reward r for selecting an action a in a current state
s is always constant. In other words, taking an action a in a selected state s might
lead to different results. The reinforcement learning model can either be episodic
or non-episodic. An episodic problem implies that there exist some states in S
which are goal states and the agent has to restart when it encounters a goal state.
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Figure 2.2: The description of an agent and the classical reinforcement learning
algorithm through the perspective of a learning agent.
Alternatively, non-episodic problems depict that S does not consist of any given
goal states. Other approaches such as Monte Carlo prediction strictly implements
episodic tasks although most reinforcement learning algorithms do not differentiate
between episodic and non-episodic problems. The reinforcement learning model,
therefore, restricts the implementation framework, although most real-world problems are transformed to adopt the formal model such as:
• If prior steps are needed for a problem, the current state can be modified to
contain that information
• If actual value state parameters such as speed is needed, then the parameter
can be divided to give discrete values
• If the environment is not perfectly stationary, we can alter the state to contain
the non-stationary part which in turn results in a stationary environment.
Assuming that the agent is a robot that observes percepts in an environment using sensors, the current state relies on input from the sensors. The sensors operate
perfectly in low light scenarios but give inaccurate results in high light. Therefore
we can modify the state to accommodate information whether the light is high or
low to make the environment stationary. If the probability of high or low light is
the same, then we do not require to modify the state as it is defined as stationary,
which may lead to difficulties in obtaining an optimal policy. Foundations of reinforcement learning are based on the formal model outlined above, however, most
practical scenarios reduce the strict adoption of the formal requirements. Some implementations consider continuous state and action spaces. Other implementations
also perform better with non-stationary environments depending on the speed at
which the environment changes.

2.2.2

Agent-Environment

The learning step in reinforcement learning requires the environment to be either
partially or fully observable to the agent. The set of possible actions of the agent
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might be low level such as navigating left, right, forward, and backward or we can
have more complex scenarios such as navigating to a certain position by detecting and avoiding obstacles along the way. In a situation where the environment
is observable by the agent, then the reinforcement learning agent selects an action
depending on the exact environment state. Although this perfect state-space representation is not feasible at all times, it is fundamental for the foundation theory of
reinforcement learning.
A reinforcement function clearly defines the task of a reinforcement learning
agent. The task is then structured in an attainable and easily coherent procedure
by choosing the essential positive or negative reinforcements. The goal of the reinforcement function is to create a mapping of action-selection policy to rewards and
in turn, identifying the actions that are optimal in the short period [11]. The reward function of the reinforcement learning agent should not be altered and should
provide a standard to determine a policy. The reinforcement function is then the
benchmark for action selection of the reinforcement learning agent. [22] This leads
to continuous interaction between the agent and the environment in which the agent
selects a specific action based on the present state of the environment. Every action
step yields a corresponding change in the agent and the environment. The reinforcement function then estimates the new state prompted by action selection and then
selects a reward based on the goal of the agent.

2.2.3

Policy

In a Markov decision process, there exist one or more optimal policies known as
π ∗ , which is observed as the policy that maximizes the total cumulative reward.
The policy is a representation of the behavior of an agent at a time step in the
environment. The action-selection process is mapped to the observed state of the
agent in the environment. Then, the learning process of the policy makes it efficient.
The task of the reinforcement learning process is to determine the optimal policy
based on the present goal in the environment [11], [22]. Every step involves an action
that results in a maximum cumulative future reward estimated by the present policy
that is learned. This greedy action step is followed if the RL algorithm decides to
utilize the present knowledge base. When an action that is not greedy is chosen,
the RL algorithm decides to explore, hence, attaining a higher knowledge base that
can yield a higher cumulative reward. It is not feasible to explore and exploit at the
same time with one chosen action as we need to adopt an adequate balance between
the two modes.
The reinforcement learning algorithm seeks to choose an action-selection strategy and this method properly balances exploration and exploitation. A trivial RL
algorithm will choose the greedy action at all times, given that it aims to maximize
the current reward when compared to exploring lesser actions that can result in a
higher reward [11]. There are various algorithms that are used to select actions such
as Softmax and -greedy. -greedy method selects an exploration strategy for action
with probability  and greedy actions with probability 1 −  greedy. The softmax
algorithm evaluates the probability of choosing an action based on its estimated
value. Softmax selects an action a on the tth step with a defined probability.
This section highlights several measures for estimating short-term and long-term
rewards in addition to value functions which define the total cumulative reward
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by choosing a certain policy. This foundation frames the different approaches for
obtaining the optimal policy as outlined in Section 2.26.

2.2.4

Expected Reward

Reinforcement learning aims to continuously maximize the expected cumulative
reward from the present state till it reaches the target state. The expected return Rt is defined based on the sequence of rewards observed at a given time step
Rt = rt+1 + rt+2 + rt+3 + rN where N is the final time step of the task. In situations
where the game does not contain a definite end, the last time step will be T = ∞,
which in turn results in the expected return being infinite. The discount factor is
required to estimate the current value of a future reward for a task that does not
have a well-defined final time step. The expected return time t of a task is shown
in equation 2.5 where γ is the discount rate and 0.0 ≤ γ ≤ 1.0 [11].
2

Rt = Rt+1 + γRt+2 + γ Rt+3 + ... =

∞
X

γ k Rt+k+1

(2.5)

k=0

The short term reward is trivial to outline as it is the reward obtained in the
subsequent time step rt+1 , a policy focused on maximizing the short-term reward
should then estimate the current reward
Rt = rt+1

(2.6)

Alternatively, where the policy is focused on estimating the long-term reward,
the cumulative of all subsequent rewards should be estimated.
Rt =

T
X

rt+k+1

(2.7)

k=0

where T gives the upper bound on the value of time steps. In a situation where
there is no upper bound on the number of time steps, T results to ∞ and Rt can
also result to ∞. The definition of Rt is only applicable in periodic tasks, where
the number of time steps remaining for the task is specifically known. Where the
number of time steps is unknown prior, it may be difficult as it may not observe the
reward which is T+1 steps in the future. Then, it will observe the same Rt if the
target is attained in a single step when we reach the goal in T steps. If the policy is
focused on estimating both short-term and long-term rewards, we achieve that by
discounting subsequent rewards.
Rt =

∞
X

γ k rt+k+1

(2.8)

k=0

where γ is the discount rate and is follows 0 ≤ γ ≤ 1. In a situation where γ is
zero, the estimated future discounted reward is identical to the short-term reward,
and where γ is one, it is similar to the long-term reward, where T is ∞

2.2.5

Value function

The reinforcement function estimates the short-term response of the agent, however, the agent seeks to evaluate long-term rewards of present actions. Therefore
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the model for mapping short and long-term rewards of subsequent states is given
by the value function. Value functions can evaluate the goodness or badness of a
given state and select actions based on that. In other words, the value of choosing a
specific action in a given state. Using the benchmark of a Markov Decision Process,
the value of a given state s ∈ S while selecting a policy π given as V π (s) is the
estimated reward where the start state s and consequently following π. Hence, the
state-value function V π (s) is therefore defined as:
V π (s) = Eπ [Rt+1 + γRt+2 + γ 2 Rt+3 + ... + |St = s]

(2.9)

where Eπ is given as the estimated value if selects the policy π at a specific time
t. Then, Qπ (s, a) is defined as the value of choosing an action a ∈ A(s) in a state
s through selecting a given policy π. This results in the expected return from a
start state s by choosing an action a and following a policy π and is detailed in the
equation 2.1:
Qπ (s, a) = Eπ [Rt+1 + γRt+2 + γ 2 Rt+3 + ... + |St = s, At = a]

(2.10)

The discounted future reward is the common widely adopted Rt calculation,
where we define the optimal policy π ∗ for a given reinforcement learning task. It is
outlined as the policy π in a situation where a different policy π ‘ with higher Rt for
every s ∈ S does not exist. In summary, the discounted future reward by choosing
the policy π for each state s ∈ S must be estimated. Then, the calculation of the
discounted future reward given by choosing π from a set state s is known as value
function V π (s). Therefore we outline the formal representation of the value function
for a Markov decision process as:
π

V (s) = Eπ [Rt |st = s] = E[

∞
X

γ k rt+k+1 |st = s]

(2.11)

k=0

The value function is commonly known as the state-value function, due to the
result that gives the expected future reward from a given state. Mostly, it is vital to
know what the estimated return is for selecting a given action a where the agent is
in a specific state s. The value function is given as the action-value function Qπ (s, a)
and can be defined as:
π

Q (s, a) = Eπ [Rt |st = s, at = a] = E[

∞
X

γ k rt+k+1 |st = s, at = a]

(2.12)

k=0

A critical attribute of the two value functions is the optimal framework, where
the optimal solution can be estimated locally and mapped to design an optimal
solution for the given environment.

2.2.6

Defining the Optimal Policy

The optimal policy π ∗ is derived from the combination of the optimal state-value
function V ∗ and the optimal action-value function Q∗ and is outlined as:
V ∗ (s) = maxπ V π (s)
Chapter 2
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We outline the optimal action-value for every s ∈ S as:
Q∗ (s, a) = maxπ Qπ (s, a)

(2.14)

for every s ∈ S and every a ∈ A(s). The optimal state-value function is also
highlighted as a function of the action-value function, as it is the outcome of choosing
an optimal action and is given as:
V ∗ (s) = maxa∈A(s) Qπ (s, a)

(2.15)

Given that π ∗ (s) is the action that contains the greatest action-value, we can define
π ∗ (s) as a function of Q∗ (s, a)
π ∗ (s) = argmaxa∈A(s) Q∗ (s, a)

(2.16)

There are no limitations to the representation of π ∗ (s) except that it utilizes
Q (s, a) which results to the sole option for estimating π ∗ (s) by sampling all possible
values of π. This is not entirely possible, hence we require a simpler variation of
Q∗ (s, a) which can be estimated in a simpler manner. We observed earlier that
a
a
Pss‘
and Rss‘
can be applied to obtain an optimal policy, the Bellman optimality
equation uses the function to outline the optimal state-value V ∗ such as:
∗

∗

V ∗ (s) = maxa∈A(s) Qπ (s, a)

(2.17)

a
It is observed that Pss‘
is the probability distribution that can be used to evaluate
∗
the expected V (st+1 ) which represents the cumulative of all V ∗ (s0 ) multiplied by
a
the probability of being in the subsequent state. Pss‘
also applies the cumulative
probabilities to evaluate the estimated rt+1

2.2.7

a
a
Finding an Optimal Policy from Pss‘
and Rss‘

The evaluations for π ∗ (s) demands that V ∗ (s) is available, which results in π ∗ (s)
given by attempting all possible values for π. This method is not feasible which
has resulted in variations of dynamic that explores the recursive definition of the
a
Bellman optimality equation to fasten the calculation where the values of Pss‘
and
a
∗
Rss‘ is given. There are two variations for obtaining π implementing dynamic
programming such as value iteration and policy iteration:

Value Iteration
Value iteration obtains optimal policy π ∗ (s) by initially estimating the optimal value
function V ∗ (s) and then calculating the optimal policy π ∗ (s). The algorithm showcases the deterministic value iteration steps and a formal theory of convergence.
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Algorithm 1: Value Iteration Learning
Input: Policy π ;
initialize Q(s,a) ∀s, a
Observe current state s ;
while not end of the episode do
select an action according to policy π and perform it;
Observe the reward r;
Observe present state s’;
Perform value update ;
end
s←− s0
π(s) = argmaxa V (s)
Output: Policy π
Policy Iteration
Unlike value iteration which estimates the policy after calculating V ∗ , the policy
iteration step performs updates of the chosen policy after every iteration and implements the altered policy in the subsequent iteration. The second algorithm highlights a policy iteration algorithm and is a variation of the primary policy iteration
algorithm. The primary algorithm attempts to implement a series of linear equations, to estimate V π (s) and this can take a very long time for complex problems,
however, the altered algorithm utilizes an iterative model. Commonly, when we discuss policy iteration in reinforcement learning, it focuses on this altered algorithm.
Early research outlines a formal proof of convergence and it is difficult to highlight
which algorithm has better overall performance, but various tests prove that value
iteration is a faster approach. Although, we achieve better throughput by mapping
value and policy iteration. The drawback of these two algorithms is the reason of
a
a
prior to implementation, irrespective of the speed, which is
and Rss‘
identifying Pss‘
not the exact scenario for most reinforcement learning problems.

2.2.8

Goals of Reinforcement Learning

The main focus of reinforcement learning is to obtain an optimal policy π ∗ which
maps states to actions in order to maximize the total cumulative return. The algorithms are applied to model-free tasks where the number of future steps is unknown.
Also, future rewards can be discounted using a discount factor 0 ≤ γ < 1.
There are two simple objectives for the learning agent. Firstly we seek to obtain
an optimal strategy or policy after the training and continuous interaction with
the environment. Next, the focus is to maximize the expected reward over the
total time step when the agent interacts with the environment. The difference
between reinforcement learning and supervised learning is where the learning agent
is required to identify the environment and is unaware of the optimal decision to
make. Therefore to obtain data about the future rewards and behavioral patterns of
the environment, the learning agent is required to perform exploration by observing
by selecting actions that have not been encountered. Then the decision process
is determined whether to rely on prior actions with good rewards or uncover new
actions to obtain a strategy that results in a greater reward. This is known as the
Chapter 2

17

Table of Contents

exploration-exploitation trade-off. Reinforcement learning depends on continuous
interaction with the learning agent and the environment with the following strategy:
1. The agent performs the learning step through continuous interaction with the
environment within a finite number of time steps
2. For each time step t where the agent interacts with the environment, it obtains
a state st and receives a reward rt
3. The agent performs an action at and iterates this process in an environment
4. The agent observes the new state st+1 and a subsequent reward rt+1
As a result of the action selection process, reinforcement learning can be classified
as off-policy and on-policy approaches. Off-policy methods learn irrespective of the
followed policy such that the exploration strategy being learned is different from the
policy being implemented while learning. On-policy methods obtain information
from interaction with the environment through a selected policy. Based on this, the
explorative strategy must be integrated with the current policy. These strategies
for exploration lead to a trade-off between exploration and exploitation. A classical
exploration strategy is known as -greedy and selects a random action with the
transition probability  and maps the state-action values through short-term and
long-term improvements.

2.3

Learning With or Without a Model

Section 2.5.4 outlines the process of attaining the optimal policy when we identify
the probability of moving from state s to s0 by selecting action a and the reward funca
tion Rss
0 . Moreover, in most reinforcement learning problems we do not know this
ahead of time and this is split into two categories namely model-based and modelfree learning algorithms. In model-based, attempts are made to adopt dynamic
a
a
programming to estimate π ∗ after calculating Pss‘
and Rss‘
. However, model-free
a
a
learning avoids estimating Pss‘ and Rss‘ but instead evaluates Q∗ immediately.

2.3.1

Model-Based Learning

The model-based algorithm observes the environment and obtains the approximation
a
a
Pss‘
and Rss‘
, when the approximation combines, we apply dynamic programming
to achieve the optimal policy. The model-based algorithm performs continuous
exploration to carry out the action-selection process from a random action or a
focused exploration policy as discussed in later sections. Furthermore, we highlight
some limitations of the direct model-based approach:
• The algorithm is restricted to exploring the environment and does not attempt
to exploit its knowledge base received about the optimal policy, thus, the reward received is limited during exploration. Several real-world reinforcement
learning problems possess some cost attached to obtaining experience, therefore it is better to obtain a tangible reward value despite being in the first
learning step.
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• In a situation where we have a huge state and action space, the strategy for
exploring the full action-space, however, that might not be feasible within a
concise time frame. The procedure exhausts time in sections with negative
outcomes as it does in positive sections.
• The final limitation with the naive method is the value and policy iteration
a
a
and this is costly as it requires
and Rss‘
which is evaluated after calculating Pss‘
exploring every state-action pair.

2.3.2

Model-free learning

The simple model-free method applies a greedy mechanism and attempts to obtain
the maximum reward available by choosing the action which possesses the greatest
expected reward argmaxa∈A(s) Q(s, a) where Q is the present maximum estimate to
Q∗ .
In this research, reinforcement learning methods are observed in a control problem where an agent performs actions in a stochastic environment by an actionselection process over a given time step to maximize the total cumulative reward.
The task is represented as a Markov Decision Process with a set of states S and a set
of actions A, a transition probability function P (st+1 |s1 , a1 , ..., st , at ) = P (st+1 |st , at )
with a reward function r : S × A −→ R. The stochastic policy π(st , at ) = P (at |st )
performs the action selection process and yields a sequence of states, actions and
rewards over S × A × R
The merit of this method is the knowledge base is deployed to obtain reward
immediately and very less amount of time is consumed on negative outcomes. This
online method where the knowledge base received by observing the environment is
applied to seeking an optimal policy is known as a major functionality of reinforcement learning algorithms. This procedure makes it distinct when compared to other
methods of obtaining optimal policies for the Markov decision process. The probability of seeking π ∗ is limited as the greedy method might lead to a sub-optimal
outcome, and relying on that result will restrict obtaining more optimal outcomes.
The on-policy approach learns the present estimate of the policy that is being
implemented. Afterward, we update the value functions based on the outcomes from
implementing actions based on some policy. Alternatively, the off-policy approach
learns the estimate of the optimal policy and does not rely on the agent’s actions.
The updates are calculated based on theoretical actions that have not been explored.
The goal of this research is on model-free methods where the agent obtains an
optimal policy independent of the model in the environment. Q-learning [23] and
Sarsa [24] algorithms are two main model-free reinforcement learning algorithms
that will be discussed in this research.

2.3.3

Model-based vs Model-free

Both methods decide on either choosing exploration or exploitation completely. The
simple model-based and model-free methods are difficult to obtain positive outcomes
for complex problems. Initially, it is not focused enough and furthermore, it is
focused on obtaining local rewards. The goal of this thesis is to deploy reinforcement
learning algorithms by using model-free methods. Model-based methods displayed
significant improvements but encounter scalability issues when applying function
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a
approximation. However, we apply function approximation when learning Pss‘
and
a
Rss‘ , the dynamic programming algorithm requires navigating through all feasible
states and actions. Literature has not observed many methods that efficiently adopt
model-based methods for complex problems.
Model-free approaches calculate the value of Q∗ while exploring the environment
and is estimated faster by applying function approximation. Simply due to the
fact that the optimal policy is attained simply from Q∗ , model-free methods do
not navigate through all possible states and actions. Therefore the goal of this
thesis aims to utilize model-free methods for reinforcement learning in path-planning
environments.
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Chapter 3
Background
This chapter focuses on enumerating the fundamental algorithms in Reinforcement
Learning and autonomous navigation used throughout this project; it also highlights
the difference between off-policy and on-policy learning and gives an overview of the
recent advancements done in this field. There is also a brief discussion between the
comparison of SARSA and the Q-learning algorithm.

3.1

Markov Property

In addition to the formal reinforcement learning model, we introduce the Markov
property. If an agent is in a given time step t, the agent is provided with prior
data about the state st , and in turn, utilizes the information about the state to
predict the result of choosing several actions. The state has a Markov property and
is defined as a Markov state, if the result of selecting an action at relies solely on the
current state st and does not depend on any of the previous states st+1 , st+2 , ..., s0 ,
or the previous actions at−1 , at−2 , ...a0 , or the previous rewards rt−1 , rt−2 , ..., r1 . The
environment is known as a Markov environment with a Markov property if every
state contained in the environment possesses this property. The formal definition of
a Markov property is stated by the definition of two probability distributions
P [st+1 = s‘, rt+1 = r|st , at ] = P [st+1 = s‘, rt+1 = r|st ...s0 , at ...a0 , rt ...r1 ]

(3.1)

for every s‘ ∈ S, r ∈ R and all permissible values of st , st−1 , ..., s0 , at , at−1 , ..., a0
and rt , rt−1 , ..., r1 , where R is the possible values of the total reward. The equation
3.1 depicts that the probability of st1 = s‘ and rt+1 = r is identical where prior
states, actions and rewards are considered. Figure 3.1 below shows an example of
the Markov property with a terminal state that is accessible from a given state. We
denote states with open circles, actions with closed circles, and terminal states in
squares. Ideally, since the terminal state never transitions to another state, most
RL algorithms that are trained return back to the starting state after an episode has
ended. An episodic Markov decision process does not depict that an agent arrives
at the terminal state, this relies strictly on the policy that is chosen.
The Markov property is an important foundation for all reinforcement learning
algorithms, as the major information given to an agent is the present state and
it models the learning behavior to select an action based on the current state. In
real-world scenarios, the environments do not possess the Markov property 100%
but will be estimated identical to a Markov environment. If an expert plays the
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Figure 3.1: Examples of episodic MDP’s with the Markov property
game of chess, it does not simply consider the current position of the board, it
also observed the prior moves made by the opposition. The expert then utilizes the
information to determine the strategy of its opposition and select its next move based
on that. The chess problem does not possess the Markov property, as information
from prior states and moves can be utilized to arrive at a solution. The current
state of the board is an estimation of a Markov state and an expert chess agent can
be implemented using reinforcement learning approaches. In reality, reinforcement
learning will be optimal in most scenarios where the environment is an estimation
of a Markov environment, however, we must realize that the agent will encounter
limitations in obtaining a perfect solution to a problem scenario if the environment
is not an optimal representation of a Markov environment. It is possible for some
environments to be a distant estimation to a Markov environment, although we can
modify the states to act as a proper estimation of a Markov state. An example is a
robot designed to identify trash in a room, it might yield positive results to append
some information about its prior locations, in order to avoid searching for trash
in already traversed locations. By appending this information to the state it has
been transformed from an inadequate estimation of a Markov property to a optimal
estimation of a Markov state.

3.2

Markov Decision Process

A reinforcement learning model that is applied in an environment which is Markov
is called a Markov Decision Process (MDP). Markov decision process was coined by
Bellman in 1957 and further studies have been carried out in the area of dynamic
programming. Therefore if the state and action space are finite, the specifics of the
Markov decision process is defined as the probability that the subsequent state is s‘
if the action selection process chooses action a in a current state s:
a
Pss‘
= P [St+1 = s‘|St = s, At = a]

(3.2)

where the estimated value of the subsequent reward from the present state s, the
subsequent state is s‘ and the selected action is a:
a
Rss‘
= E[Rt+1 |St = s, At = a]
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Figure 3.2: A small MDP grid-world
a
a
are identified in dynamic programming to obtain optimal policies
and Rss‘
where Pss‘
to Markov decision processes.
Markov Decision Process is a framework used to solve most reinforcement learning problems in which the current state is used to ascertain the future rewards of
the task [25]. The grid world in Figure 3.2 is a representation of an environment
with a start and goal state. At each time step, the agent is at some state and can
move to neighboring states, collecting rewards and punishments. Suppose that the
actions are stochastic so that there is a probability distribution over the resulting
states given the action and the state.
The Markov Decision Process does not rely on the past instead it focuses on the
current state. A Markov Decision Process is defined as a five tuple (S,A,P,R,γ) for
0
a single agent. Here S is a set of states space (s, s ∈ S), A is the set of action space
(a ∈ A), P is the transition probability function of applying action a in state s that
a
leads to a subsequent state s’ and Rs,s
0 is the expected immediate reward that an
action a in state s at time t will return [26], [27]. γ is the discount rate γ ∈ [0.1]
used to obtain the reward. Formally a Markov Decision process is given as:

• S = s1 , ..., sn is a finite set of N states in the controlled environment.
• A = a1 , ..., ak is a set of k actions that could be selected by an agent in the
environment
• P : S × A × S −→ [0, 1] is the transition probability where P (s, a, s) is the
state transition probability of choosing action a ∈ A in a given state s ∈ S
which results to a subsequent state s0 ∈ S such that P (s, a, s0 ) = P (s0 |s, a)
a
• Rs,s
0 is the reward function, in other words, the expected immediate reward
received by taking action a ∈ A in a state s ∈ S.

• γ ∈ [0, 1] is the discount factor.
Generally in a Markov decision process M, the interconnection between the agent
and environment in Figure 3.3 is represented given that t ∈ N shows the present
time step while st ∈ S and at ∈ A represent the state and action selected by the
agent in a current time step t respectively. The next step involves an action selection
process in the environment, where the agent completes a transition.
(St+1 , Rt+1 ) ∼ P (·|St , At )
Chapter 3
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Figure 3.3: The decision network of a MDP
Next E[Rt+1 |St , At ] = r(St , At ) the agent then chooses the next state St+1 and
a reward Rt+1 and selects a subsequent action At+1 while the process iterates. The
Markov assumption [11] outlines the mapping of state and action pairs based on a
transition model P
P (St+1 |St , At , ..., S0 , A0 ) = P (St+1 |St , At )

(3.5)

The transition of the states is either stochastic or deterministic. If it is deterministic, selecting a specific action in a set state always leads to the same subsequent
state, while the stochastic transitions select the subsequent state randomly. The
focus of the learning agent is to obtain a strategy of action selection to maximize
the total future cumulative reward:
The current state contains knowledge about the environment which is available
to the agent at a given time step. The signal of the state represents raw sensory
percepts or a representation of an environment. Although, the state signal ideally
contains information about the environment. A quality state signal is composed of
all relative prior information of the environment and maintains a knowledge base.
This concept propels what is known as a Markov property. The state signal follows
the Markov property if it can successfully contain important information and the
next state is totally conditioned by the current state.
There are some sets of attributes required for an agent in an environment for
any Markov Decision Process. The state of the agent is always known and the agent
has to navigate in a sequence of states. Actions lead to transition between states
which in turn results in a reward.
In a case where the state space and action spaces are large, it is much simpler
for the Markov Decision Process to model real-world occurrences. It makes it easier
for the agent to choose the correct action for a given time step which in turn designs
0
the strategy of an agent. Then, the probability of navigating from state s to s by
choosing action a for a given time step is given in equation 3.6:
0

a
Ps,s
0 = P r[st+1 = s |At = a, St = s]
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The next step involves estimating the expected reward for transitioning from
state s to s’ by choosing action a at a given time step t as indicated in equation 3.7:
a
0
Rs,s
0 = E[rt+1 |st = s, At = a, St+1 = s ]

(3.7)

A Markov Decision Process core attention is on future rewards, therefore we can
estimate the value of a state s within a policy π as the expected future reward Rt
as shown in equation 3.8. In this case, t is the current time step for the state-action
pairs and st signifies the state at time t.
V π (s) = Eπ [Rt |st = s]

(3.8)

The value of a state can be decomposed into immediate reward plus the value of
state-action pair with a discount factor.
π

V (s) = Eπ

∞
X

[γ k rt+k+1 |st = s, At = a]

(3.9)

k=0

The state-action pair defines a comparison among different states for a given
policy π. However, we define the state-action pair of a state s when choosing action
a as:
∞
X
π
[γ k rt+k+1 |st = s, at = a]
(3.10)
Q (s, a) = Eπ
k=0

In a case where st and at are the state and action at a given time step t, where
s and a signify the current state and action. Therefore, the state-value function
denotes how good a state is under a specific policy when related to other states.
This prompts the agent with the expected reward from the state. Then, the agent
chooses a greedy action step if it selects a state with a greater state-value.
The greatest value reachable from any state under the desired policy is denoted
as an optimal state value function which results in the maximum reward available.
V ∗ (s) = maxV π (s)

(3.11)

Definitely, the optimal state action value for selecting an action a is given as
Q∗ (s, a) = maxQπ (s, a)

3.3

(3.12)

Temporal Difference Learning

The action-selection process requires a vital parameter such as time, as observation
has shown that some actions have delayed rewards over time. As a result of delayed
rewards, it is more difficult to evaluate penalties based on the current action or
prior actions taken. This dilemma makes reinforcement learning an uneasy task.
The solution, therefore, is a combination of dynamic programming and Monte Carlo
approaches [11]. Dynamic programming [35] offers an aggregation of algorithms
used to estimate the optimal policy given a correct model of the Markov Decision
Process.
Monte Carlo approaches [11],[28] need state action pairs with rewards without a
total model of the environment. In contrast to Monte Carlo approaches, temporal
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difference methods do not depend on the outcomes of the estimated return after each
episode to update the value function. Otherwise, they adopt temporal errors and
delay until the subsequent time step. The temporal error is the difference between
the previous estimate and the current estimate of the value function considering the
obtained reward in the present time step. The update is performed iteratively and
the difference, when compared to dynamic programming approaches, is that it considers sampled subsequent states instead of the complete variations over subsequent
states. Identical to the Monte Carlo approach, these techniques are model-free and
do not require a model of the transition probability to ascertain the value functions
correctly. Thus, they can learn from past experience independent of a model in the
environment. This procedure cannot estimate theoretically the value function but
it has to be calculated based on transitions obtained in Markov’s decision process.
Temporal difference learning is a balanced mapping of the merits of Dynamic
programming and Monte Carlo approaches. The temporal difference is based on
raw experiences, hence, does not need a representation of the environment. The
temporal difference does not depend on the final result as it updates the value based
on previously learned estimates. Temporal difference learning denotes the process
of using background knowledge in a model-free way to obtain an optimal policy for
the discounted future reward.
Estimation of an optimal state value function selected with a desired policy π
can be implemented with Dynamic programming. In order to perform this, certain
a
a
parameters such as transition probability Ps,s
are re0 and expected rewards R
s,s0
quired. During computation where those parameters are unknown, the agent uses
temporal difference learning to learn the most optimal actions to select. Temporal
difference learning uses a bootstrapping method as it uses its prior values to compute
new estimates [11]. Transitioning from one state to another returns a reward, and
the estimate of every state is identical to the expected future cumulative reward.
Therefore the current state value equals the cumulative of the immediate reward
and the next state value as shown in equation 3.13 where γ is the discount factor.
0

V (s) = rt+1 + γV (s )

(3.13)

The temporal difference learning is then computed and should be estimated as a
zero value.
0
δ = rt+1 + γV (s ) − V (s)
(3.14)
After the estimation of the temporal difference learning, the state value function is
calculated using the learning rate α as:
0

Vk+1 (s) = Vk (s) + α(rt+1 + γVk (s ) − Vk (s))

(3.15)

The state value function is then given as:
0

0

Qk+1 (s, a) = Qk (s, a) + α(rt+1 + γQk (s , a ) − Qk (s, a))

(3.16)

The learning rate α determines the sequence of function estimation such that
it calculates the speed of the function update. When the learning rate is zero, it
depicts that the value function does not update. Moreover, a high learning rate can
lead to oscillations in the strategy of the agent. Therefore, a constant value is widely
adopted as the learning rate, although, literature has shown that using a constant
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learning rate can lead to a non-convergent solution. It results in an agent learning
again what it previously learned. Then, adopting a decaying learning rate is more
efficient [29].
Q-Learning [23] is an off-policy representation of a model-free reinforcement
learning algorithm [29]. It estimates the transition probability and the Q-values
are estimated iteratively using:
Q(s, a) ←− Q(s, a) + α(r(s, a) + γmaxa0 inA(s0 ) Q(s0 , a0 ) − Q(s, a))

(3.17)

SARSA [24] is an on-policy representation of a model-free algorithm that utilized
maxa0 inA(s0 ) Q(s0 , a) for calculating future rewards. The name SARSA algorithm was
coined from the tuple < s, a, r, s0 , a0 > and is required to evaluate the action value.
SARSA utilizes Q(s0 , a0 ) for a’ which is the action selected in s’ using the present
policy that updates the transition probability with all the elements of the tuple.
Theoretically, the update rule is given as:
Q(s, a) ←− Q(s, a) + α(r + γQ(s0 , a0 ) − Q(s, a))

(3.18)

Given that each action is calculated and iterated in every state an unlimited
number of times, and for every state-action pair (s,a), the learning rate α is estimated
appropriately, the Q-values converges under a probability of 1 to the optimal Q∗ [29].
Identical assurance for convergence in SARSA methods is highlighted in [30] using
a tight explorative specification of each state and actions.
Policy Evaluation
Policy evaluation is an approximation of value function V π for a given policy π.
Temporal difference approaches adopt prior knowledge to implement policy evaluation. Given a non-terminal state st followed at a time step the value of a state V (st )
is calculated immediately we estimate the return. Then, the estimate of the policy
is given as:
V (st ) = V (st ) + α[Rt − V (st )]
(3.19)
where Rt is the reward for choosing time step t and α is the learning rate for
each step. Temporal difference approaches apply the bootstrapping method where
an estimate of V (st ) relies on the estimate of future inputs. Unlike Monte Carlo
methods where Rt is evaluated at the final time step. The trivial temporal difference
update known as the TD(1-step), calculates the update given as V (st ) using the
approximate value of the subsequent state V (st+1 ) and is calculated as:
V (st ) = V (st ) + α[rt+1 + γV (st+1 ) − V (st )]

(3.20)

Here we evaluate the reward when we arrive at the subsequent state. The estimate of the value Rt is defined after 2,3..., N-steps where N is the last time step. This
foundation of applying several steps is discussed more when exploring the theory of
eligibility traces.
Temporal difference learning is divided into two separate problems such as prediction and control. The prediction problem relies on estimating the discounted
future reward of choosing a policy π from a given state s. Alternatively, it is the
task of estimating the state-value function V π (s). In contrast, the control problem
involves learning the future discounted reward for choosing action a from a given
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state s by choosing the policy π henceforth. In other words, it is the task of seeking
the action-value function Qπ (s, a). We discuss the prediction and control problem
in section 3.3.1.

3.3.1

Temporal Difference Prediction

There exists a variation of temporal difference prediction known as the TD(0) algorithm. This method selects the action a that is derived from π(s) when it is in
a current state s and estimates the reward r and the subsequent state s0 . The next
step involves updating the current estimation of V π (s) by using the reward r and
the approximation for V π (s0 ). Whenever the next state is the same, we estimate the
update of V π (s) by the discounted future reward.
V π (s) = r + γV π (s0 )

(3.21)

In another view, the prediction step demands to observe the present prediction
for V π (st ) when it performs the update. Simply put, we utilize the learning rate
α, as the present prediction is estimated as (1 − α) and the present prediction is
estimated using α:
V π (s) ←− (1 − α)V π (s) + α(r + γV π (s0 ))

(3.22)

Monte Carlo prediction is a different approach of estimating V π (s) that is useful
for episodic problem space. Monte Carlo predictions delay till the final step of the
episode, then it updates V π (s) for all states being visited. In fact, the predictions
observe the specific reward that was received in all the states by choosing s. Monte
Carlo prediction in most cases does not perform discounting, because the specific
length of the episode is given while updating V π (s). The actual benefit of Monte
Carlo prediction is the update of V π (s) while the specific reward is received, and
every corresponding action results in the update of the reward after the reward is
observed. There exists two disadvantages.
• Simply because we update V π (s) at the final step of the episode, the knowledge
base observed while in the episode is not used accurately. Therefore in complex
situations, the agent could keep revolving in orbits without achieving a goal
state and unable to modify its policy.
• Input from the optimal substructure is not utilized. In other words, if a single
episode has been evaluated where the agent navigates from state s to s’ and
observes a reward of 1, another episode with the agent moving from state s”
to s’ and observes a reward 0. Therefore the estimate of V π (s) results to 1,
while the estimate for V π (s00 ) is given as 0, however, the Markov property will
deduce that the estimate of the two is given as 0.5.
These two demerits listed above are the basis for Monte Carlo approaches not
performing better than TD approaches. Estimating V π (s) is not so useful where
a
no information is provided for the outcome of choosing an action Pss
In most
0.
a
problems such as board games, we require some background knowledge about Pss
0
because we can easily assert the board state after choosing an action, but cannot
assert the board state once the opposition chooses a move. The subsequent state
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once an agent chooses an action selection step is defined as an after state. As a
greedy model immediately selects the action that results in the after-state with the
greatest V π (s), this leads to the after state being utilized in control. Therefore
we derive that two actions are identical if they result in the same after-state. In
a
other cases, where we do not possess prior knowledge about Pss
0 , the learning can
be performed using a different learning function, but a fundamental method for
temporal difference control is by learning Qπ (s, a) precisely.

3.4
3.4.1

Algorithm Comparison
Q-learning Definition

The design of reinforcement learning algorithms to learn a behavior in a Markov
decision process domain relies on the underlying foundations enumerated in earlier
sections. This section discusses the benchmark algorithm for which this report
entails. Q-learning is a widely used reinforcement learning algorithm that learns to
estimate the efficiency in terms of the maximum cumulative reward of an action in a
given state. Therefore, being a model-free approach where the agent does not follow
a predefined model of the state space, it learns classically without being aware of
the changes triggered in the environment. Alternatively, when the model is given it
is known as the model-based learning approach. In this scenario, the agent has an
estimate of the changes to be initiated. Simply, the definition is that model-based
approach is based on planning while model-free approaches is based on learning.
The principal objective of the Q-learning algorithm is to obtain the optimal Qfunction Q∗ (st , at ) for an agent. The action selection process of the agent relies on
the policy being followed. There is also another subsequent action chosen based
on the target policy. Q-learning is integrated by learning from a chosen policy and
performs actions based on a separate policy. In other words, the policy being learned
is different from the policy being implemented. The task is to update Q∗ (st , at ) at
each iteration to the Q-value gained from the goal policy.
Off Policy Q-Learning
The assertion is that we can obtain the optimal policy π ∗ (s), if we have the optimal
action-value Q∗ (s, a). Common temporal difference control algorithms estimate an
optimal policy by estimating an optimal action-value. Exploration and exploitation
reveal that the process of obtaining background knowledge from an environment
requires some level of exploration. There are two categories of reinforcement learning algorithms. The first category is off-policy learning by approximating π ∗ when
choosing the policy and the second category involves on-policy learning by approximating π while choosing π. This simply depicts that on-policy approaches consider
the cost of exploration while updating Q, however, the off-policy method does not
consider the cost. Later sections will discuss the merits and demerits of the two
approaches although this section details the off-policy and on-policy algorithm [34].
The off-policy Q-learning algorithm performs an update of Q(s,a) in a similar
manner to TD(0) updating V(s), utilizing a learning rate α. The agent performs
action selection by choosing an action a depending on the policy π(s) and takes
into account the reward r and the subsequent state s’. Due to the reason that QChapter 3
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learning is an off-policy approach, it updates Q(s,a) through using an estimation
of the optimal Q(s’.a’). The basic model of Q-learning is defined as a one-step Qlearning and is represented by the update formula in equation 3.17; where α ∈ [0, 1]
is given as the learning rate which decides the extent to which the Q-function learns
after each update. Setting the value to 0 results in no learning as the Q-values are
never updated. However, setting a higher value like 0.9 means that the learning
process can happen faster. γ which is the discount factor is also set between 0 and
1. This depicts that future rewards are more important than immediate rewards.
Theoretically, the discount factor is required to be less than 1 for convergence of the
algorithm.
The mapping of the Bellman Optimality equation and the foundations of Qlearning leads to the given outcomes. Let Q∗ (s, a) be the optimal total estimated
reward obtained for being in state s ∈ S and selecting action a ∈ A. Then, in a
case where an action will be selected in a given state for an unlimited number of
iterations, the resulting Q-values derived from the Q-function maps to Q∗ (s, a) and
the transition probability converges to 1 with a close estimation of the action-value
function for a random goal policy [23].
Table look-up is an approach used to contain the estimated and optimal Q-values.
The table outlines the Q-function by choosing a value Q(s,a) for every state-action
pair s,a and estimating the corresponding values based on the outcome of the updates
of Q-learning. The width of the table expands as the state-space increases. As a
result, the table look-up becomes unattainable as the problem space of the agent in
the environment increases. To learn each value of the Q-table with the Q-learning
algorithm, we describe the flow with the following steps:
1. Initialize the Q-table and set Q-values to 0.
2. Choose a random state st or initialize state st
3. For each step in the episode, we select an action at from state st using a policy
derived from Q implementing the -greedy
4. Next, we execute the selected action at to the environment,then receive immediate reward rt+1 and observe the new state st+1
5. Then, we update Q(st , at ) using the one-step update and set st to the value of
the subsequent state to repeat steps 2,3,4, until st is terminal.
Algorithm 2: Q-learning Algorithm
Initialize Q(s,a) arbitrarily ;
for each episode do
get initial state s;
repeat
select a using policy derived from Q(e.g -greedy);
take action a, observe next state s’ and obtain reward r;
update Q(s,a): Q(s, a) ←− Q(s, a) + α(r + γmaxQ(s0 , a0 ) − Q(s, a));
s←− s0
until s is terminal state;
end
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The Q-learning algorithm is based on a technique known as a Generalized Policy
Iteration. This technique involves generalizing from the policy iteration by estimating and bettering the policy. It is a trivial iterative procedure where every iteration
chooses an action depending on the estimated Q(s,a) with a strategy for selection
such as -greedy. A fundamental section of the algorithm is the basis of not choosing
the same policy during the update, instead, it chooses a policy π depending on a selection strategy [39]. Although, it performs the update of the present approximation
of the optimal policy π ∗ through the greedy selection strategy maxa0 inA(s0 ) Q(s0 , a0 ).
The merit of this off-policy model is the exclusion of the exploration cost Q(s,a),
and proves an ideal solution because the policy of the algorithm should be evaluated
without exploration in the final step of the learning phase.
Q-learning with Function Approximation
The advent of scaling the Q-learning approach to become capable to solve complex
Markov Decision processes results in the application of Function Approximators
as a feasible solution. Several types of function approximators exist such as Decision Trees and Nearest Neighbour. The multilayer perceptron is a method utilized
to estimate the Q-function from the Q-Learning algorithm. In theory, the multilayer perceptron inputs may possess some values linked to the agent’s state and the
action-selection process to ascertain the obtained Q-values as the sole output Q(s,a).
Moreover, a similar setting that is proven to yield better outcomes outlines a large
variation of outputs in relation to the actions that the Q-Learning agent is able to select. Furthermore, the multilayer perceptron yields the Q-value of each action to the
corresponding output. The major objective is to train the multilayer perceptron by
modifying its parameters till the behavior is identical to the estimated Q-function.
Therefore, to attain this state a squared-error value estimate is utilized as a cost
function. This cost function is either selected from the multilayer perceptron or the
Q-learning algorithm update.
There exist common techniques such as the back-propagation rule which can
be used to adjust the weights of the multilayer perceptron to reduce the error.
Backpropagation is a major algorithm applied to train neural networks to reduce
the error and it relies on propagating the error estimated in the output layer via
prior layers. The modification relies on the comparative effect of each neuron on the
error obtained from the subsequent layer.

3.4.2

On-policy SARSA-Learning

The on-policy SARSA-learning updates the identical policy π which it selects unlike
the off-policy Q-learning algorithm that updates the approximation of the optimal
policy π ∗ , after selecting some exploration policy π. The policy π chooses the action
a’ and utilizes the action for updating Q(s,a) and moving to the subsequent step,
rather than choosing the greedy best feasible future Q(s’,a’). The SARSA update
function is given in equation 3.18, where s’ and a’ are the subsequent state and action
pair respectively. The SARSA algorithm as displayed in Algorithm 3 is identical
to the Q-learning algorithm with the difference of on-policy update approach that
updates Q(s,a) depending on the action selected in the subsequent step [24]. Every
element of the tuple (st , at , rt+1 , st+1 , at+1 ) is used in the update function.
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It is trivial to design an on-policy algorithm for the control problem based on
SARSA approach [31]. As observed in every on-policy approach, we continuously approximate Qπ for the behaviour policy and simultaneously change π towards a greedy
step in relation to Qπ [11]. The SARSA method estimates the value of Q(st , at ) by
performing action at in state st based on the equation 3.18. This update function
performs the update after every transition from a non-terminal state. Q(st , at ) is
assigned to zero if st+1 is terminal. The flow of the algorithm is enumerated in the
following steps:
1. Initialize the Q-table and set Q-values to 0.
2. Choose a random state st or initialize state st
3. We select an action at from state st using the policy derived from Q
4. For each step in the episode,we execute the select action at to the environment,then receive immediate reward rt+1 and observe the new state st+1
5. Next, we select an action at+1 from state st+1 using a policy derived from Q
implementing the -greedy
6. Then, we update Q(st , at ) using the SARSA update function and set st to the
value of the subsequent state and at to the value of the next state, and then
repeat step 2-5 until st is terminal.
Algorithm 3: SARSA-Learning Algorithm
Initialize Q(s,a) arbitrarily for s ∈ S and all a ∈ A(s);
for all episodes do
s ←− some start state ;
a ←− π(s), where π is a policy based on Q(e.g  − greedy)
while s is not a terminal state do
Take action a and observe reward r and next state s’;
a’ ←− π(s0 )
Q(s, a) ←− Q(s, a) + α(r + γQ(s0 , a0 ) − Q(s, a));
s←− s0 a ←− a0
end
end
It is observed that there are two steps required for selecting an action and deciding the subsequent state-action pair along with the first. The parameters α and γ
mean the same as outlined in Q-learning. A technique known as eligibility traces is
also applied to obtain efficient policies by directly mapping current observations to
actions. This procedure monitors the history and includes it in the learning step by
maintaining a record of each state-action pair and observing how feasible the pair
is. The eligibility trace mechanism is adopted in the learning algorithm where the
decay parameter is 0 ≤ λ ≤ 1
The benefit of the on-policy approach is that it estimates the same policy being
followed which results in the policy being followed to be more efficient and speeds
up the learning. Thus, in comparison, the merit of the off-policy is that it does
not append the cost of exploration. Moreover, the demerit is in the difference in
the policy estimated while learning when compared to the non-explorative policy
utilized after learning.
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SARSA with Linear Function Approximation
In the estimation of the Q-function in SARSA, we can apply a linear function of
attributes. It is observed that SARSA uses the on-policy method, simply because
the agent’s prior knowledge base observes the reward of the policy the agent has
chosen. This is as a result of the agent’s experience applied to the selected policy
instead of observing the optimal policy. There are several methods of obtaining a
representation that relies on feature selection. This report entails the mapping of
state and actions pairs to determine features for the linear function. Let us assume
f1 , ..., fn are value attributes of the state and action, therefore f1 (s, a) yields the
value for the i-th feature for the corresponding state and action s and a respectively.
Mostly, these feature values are binary such as [0,1] and we can also have different
feature values. The features are then used to estimate the Q-function: Background
knowledge in SARSA of the form [s, a, r, s0 , a0 ] such that the agent was present in
a state s, performed an action a, and obtained a reward r which led it to state s’,
where it chose to take action a’, yields the current estimate of r+γQ(s0 , a0 ) to update
the previous Q(s, a). This experience can be utilized as a point of linear regression
and introduced into SARSA. In an identical manner, we can apply linear function
approximation on the Q-learning algorithm which is of the form
Q(s, a) ←− (r + γmaxa Q(s0 , a0 ) − Q(s, a))

(3.23)

Algorithm 4: SARSA with Linear Function Approximation
Input:
f = [f1 , ..., fn ] : a set of features;
γ ∈ [0, 1] : discount factor;
α > 0: step size for gradient descent;
Initialize weights w=[w0 , w1 , ..., wn ] :
Observe current state s:;
Select action a (stochastic policy π(a|s))
repeat
Carry out action a (transition probability P r(s0 | s, a)) ;
Observe state s’ and receive reward r;
Select action a’ using a policy based on Q(stochastic policy π(a0 |s0 ))
Let δ = r + γQ(s0 , a0 ) − Q(s, a)
for i = 0 to n do
update weights: wi ←− wi + αδfi (s, a) ;
end
until s ←− s0 , a ←− a0 ;
Output: An optimal weight w∗

3.4.3

Difference between SARSA and Q-Learning

The comparison of Q-learning and SARSA can be evidently observed in the classical
cliff example. In Figure 3.4 below [32] the start state is in the bottom left and the
goal is on the right that yields a positive reward and terminates if the episode is
reached.
On the bottom of the cliff, there is a path that leads to a penalty which gives
a negative reward and terminates the action. A cost function is assigned to each
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action, with the task, the goal of the mouse is to obtain the cheese with the least
number of moves without jumping off the cliff. There are two paths known as optimal
and safe depending on the policy being followed. The SARSA agent estimates and
learns via the safe route, as a result of the on-policy approach to obtain a higher
outcome based on the selected policy.

Figure 3.4: The Cliff describing optimal and safe path for the agent
The exploration technique adds a noise that may lead to the agent dropping off
the cliff in some cases. Therefore the agent applies the previous knowledge of the
policy being followed to the Q-function and attributes lower values to states closer to
the cliff. In contrast, a Q-learning agent selects the optimal path, attributing greater
values to states that are closer to the cliff, estimating specifically the optimal path
also considering the noise from exploration. The comparison in the learning process
yields different outputs. The Q-learning agent selects a risky route that leads it to
not perform as optimally as a result of the noise from exploration. It is observed
that both algorithms converge to a similar route which is the optimal path if the
exploration noise is assigned to zero.

3.4.4

Off-Policy versus On-Policy learning

The fundamental distinction between off-policy and on-policy algorithms is simply
defined by the cost of exploration. On-policy algorithms append the exploration cost
when estimating Q(s,a) while off-policy does not consider the cost. It is difficult to
determine which method is better, however, we outline the merits and demerits of
both methods by observing the cliff walking problem. The cliff walking problem as
shown in Figure 3.4, is the task of navigating from a start state S to a target state
G, given the optimal path as ten steps by a cliff. In a case where the agent drops
off the cliff, the episode will be put to a halt and the agent receives a high negative
reward. When an agent adopts -greedy policy, there is a possibility of it falling off,
although it has estimated the optimal Q∗ (s, a)
It was analyzed by [11], the optimal policy was obtained by the Q-learning
agent, although choosing a random action selection step made it fall off along the
process in some episodes. However, the SARSA learning agent considered the cost
of exploration and selected a path slightly away from the cliff. This results in the
SARSA algorithm not moving through the optimal path, although it bypasses the
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cliff and produced better learning output when compared to the Q-learning agent.
If the  value has been estimated then both algorithms would have obtained the
optimal policy.
Initially, the case of the cliff walking problem showcases that the Q-learning
algorithm converges to the optimal policy and the SARSA does not. This is not
totally valid as the SARSA agent models how to maneuver the cliff during the
learning process. As the problem space gets more complex, it is harder to navigate.
For example, if the length is 1000 instead of 10, the Q-learning agent hardly learns
that it is risky to move close to the cliff and the agent will fall off multiple times, thus
leading to a slow learning process. The SARSA learning agent alternatively learns
to navigate around the cliff and obtains a positive policy faster. This reiterates that
SARSA learns faster with many complex problems while Q-learning performs the
learning faster for trivial problems.
The research [33] also observed SARSA and Q-learning for a complex problem
space such as the game of Othello. In this scenario, SARSA performs the learning
step faster than Q-learning but we observed that the curve for SARSA is more
ambiguous. The final outcome for both algorithms is identical which showcases that
although the learning approach is different, it is difficult to pinpoint which performs
better. A pivotal reason why Q-learning is not as fast is that it does not learn
the same policy it selects. This implies that irrespective of the improvement in the
estimation of the optimal policy through learning, it does not specifically improve
the policy that is chosen. Another highlight to the ambiguous nature of the SARSA
algorithm is that the actions being explored are interleaved to the future reward,
which results in a high variation of the reward and the Q-function.
This prompts the need for strengthening Q during the training phase. This improvement is focused on SARSA learning as the cost of selecting a negative action
while exploring will be appended to the Q-function and in turn results in the unstable Q(s,a) values. Therefore, it is an open question how to merge SARSA learning
with focused explorative approaches, as the Q(s,a) values can be very distant to
the optimal Q∗ (s, a). The general assumption is that Q-learning and SARSA learning performs optimally as we have not observed the comparison for large complex
problems.

3.4.5

Q-SARSA Learning

The SARSA and Q-learning algorithms have proved to result in similar outcomes,
however, they have different merits and demerits. A significant improvement will be
the mapping of the two to derive a Q-SARSA algorithm. The mapping adopts a less
complex linear weight attribute σ where 0 ≤ σ ≤ 1 and the σ outcome 0 depicts the
update rule will be solely Q-learning while outcome value 1 depicts that the update
rule is strictly SARSA learning. We then combine the update rule of SARSA and
Q-learning to arrive at:
Q(s, a) ←− Q(s, a) + α(r + γ(1 − σ)maxa0 ∈A(s0 ) + σQ(s0 , a0 ) − Q(s, a))

(3.24)

where s’ and a’ is the subsequent state and action respectively. The Q-SARSA
rule is more recent, although it is not exactly the sole rule that balances Q-learning
and SARSA. Literature [13] proposed a modification to the on-policy Q-learning
update rule, which counts as a mapping of Q-learning and SARSA learning. The
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altered update rule selects a weighted average for every possible action in contrast
to the trivial greedy method used by the standard Q-learning update rule.
X
Q(s, a) ←− Q(s, a) + α(r + γ
P (s0 , a0 )Q(s0 , a0 ) − Q(s, a))
(3.25)
a0 ∈A(s0 )

The weighted average is an avenue for Q-learning to adopt exploration during the
update without adding the unstable nature of the SARSA algorithm. It is observed
that the Q-SARSA update rule is not so specific and can be swiftly approximated
to append the correct value of the exploration penalty. It is accepted that selecting
the σ attribute correctly will lead to faster convergence of the Q-SARSA algorithm
when compared to the Q-learning, and also continue the more stable learning curve
than the SARSA algorithm.
In general, we do not ascertain that the Q-SARSA algorithm performs optimally
than the two algorithms independently, however, it is seen that the algorithm is more
functional. The one-step Q-SARSA algorithm is identical to the SARSA algorithm,
the major difference is the adoption of the Q-SARSA update rule. [34] showcases
formal proof that Q-learning and SARSA algorithms tend to converge for finitestate Markov decision processes where every state must be traversed continuously.
This proof without any alteration can be utilized in the Q-SARSA algorithm, so
as to prove the convergence to the optimal policy. It is not feasible to adopt a
theoretical proof to converge to the optimal policy for an unlimited time as in realworld scenarios we do not have unlimited time. Moreover, it is observed that some
algorithms converge in polynomial time, and some algorithms do not have a specific
time frame. There is no specific link between the theoretical performance and the
practical throughput, however, we can use the time steps as a stepping stone for
comparison.

3.5

Summary

In general, this chapter described the foundations of reinforcement learning which
was utilized and addressed in this report. Initially, the reinforcement learning framework was detailed and reinforcement learning introduced the wider view of the learning process of an agent via continuous interaction with the environment. This interaction results in an action selection process that produces new states and reward
functions. Then we seek to follow a selected strategy or policy to construct these
states and rewards. Next, we outlined the Markov Decision Process. The Markov
Decision process is made up of a five-tuple that consists of states and action spaces,
the transition function as a set of probabilities and rewards. Markov Decision process also described the goodness or badness of a state with respect to other states and
results in choosing an optimal policy that maximizes the total cumulative reward of
an agent. Thirdly, temporal difference learning was outlined as it is adopted to evaluate the state-action value pairs when the transition probability is not discovered.
The Q-learning and Sarsa algorithm was discussed in detail. Finally, we evaluated
the comparison between on-policy methods versus off-policy methods. This allows
us to provide a good foundation to represent the single agent and multiple states in
an environment. We also discussed the Q-SARSA algorithm which should converge
to a specific strategy.
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Chapter 4
Introduction to Path planning
Path planning is a vital step in the maneuvering and navigation of agents in the environment [38]. Path planning algorithms need a representation of the environment.
The goal of path planning algorithms is to obtain an optimal policy from the start
state to the target position and this optimal path is dependent on several factors.
The path planning algorithms estimate the most optimal policy that estimates the
shortest path from start towards goal. Many scenarios have several paths to reach
the goal position. The action-selection process chooses a certain action depending
on the cost to navigate from one position to another. The algorithms estimate the
episode per cost or steps to arrive at the goal position. The requirements for estimating costs during the action-selection process are discussed in later sections. Major
path planning algorithms rely on some detailed conditions such as the number of
turns, hence, the most optimal path entails the lowest number of turns. This might
lead to selecting an extended path to arrive at the goal position. Therefore in this
situation, the value of turns is the pivotal parameter for the action selection process.

4.1

Single Agent reinforcement learning

A widely adopted sample application for reinforcement learning algorithms is the
grid world state space. This domain outlines a 2D grid state apace where the
agent can navigate in four directions up, down, left, and right throughout the grid
environment. The learning objectives in this problem state space are not fixed, some
examples include navigating to a single goal state, navigating through a series of
goal states, moving through a maze game environment and others. This domain may
seem easy to design but it can be equally as difficult to implement grid world state
space. However, this problem showcases the strength and weaknesses of popular
reinforcement learning algorithms.
Reinforcement learning involves an agent interacting with the environment where
it selects an action and observes a reward from a given state. Based on the Markov
decision process, the action selection process prompts the agent to traverse to a
new state and receive a reward [40]. Estimating the reward observed in the action
selection, the motive is for the agent to learn to select actions that lead to the highest
cumulative reward. The combination of learning, training and policy optimization
can be performed at each time step or independently in batch form. If the training
is done in batch form, information of state-action pairs and rewards are stored in a
batch to be estimated in the long run. The process of training an agent by adopting
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batches is known as batch learning. Training the agent after every iteration while
it is interacting with the environment is known as online learning. In this section,
we introduce the grid game which is very simple and deterministic. The purpose is
to showcase some of the limitations in reinforcement learning as well as highlighting
the possible capabilities of these approaches. The grid world game discusses the
problem with stationary scenarios as the algorithms evaluate the state-action pairs
by an iterative process. Although to arrive at a close estimate, there needs to be a
fixed value for the agent to evaluate. Then, if the value is flexible and changes over
time, there is a probability that the readings may not be accurate. The grid world
game is focused on scenarios linked with scalability and is the principal example that
will be studied in this thesis. There are quite some merits to the grid world game
as it is adaptable and several problems can be modeled based on the grid world.
The domain of the grid world scenario outlines a huge frame of complications that
the reinforcement learning problem can encounter such as scalability issues in a
stationary environment.

4.2

Grid World

The grid world is a classical maze puzzle where an agent learns an optimal policy
and navigates the path from start to goal. The goal position is static, while the
start position can change without any implications to the agent. The goal of the
grid game is to reach the goal position and then the game is halted. The agent
receives a maximum cumulative positive reward once we arrive at the goal. This
means that the agent is quite clueless as no predefined path has been made on what
decision to take. Immediately the agent navigates to the goal state, it is required to
reiterate the steps taken and estimate if there is a faster path towards the goal.

Figure 4.1: A representation of a 3 by 3 grid world game. In this representation,
A depicts the agent and GA denotes the goal for agent A. Navigating towards the
goal leads to a greater reward and halts the iteration. The grey area signifies the
position that the agent cannot occupy.
The grid-world environment is focused on a distinct number of positions that
are fully represented in a grid. In the default settings of a grid game, the agent is
positioned at the beginning of a grid and the target of the agent is to navigate to
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the final state known as the goal state. This is known as a trivial variation of the
grid-world which can be observed as a classical optimization problem of searching
for the path with minimal cost. The problem space is then extended by attributing
some properties to the states. The states then have properties like a wall where
the agent cannot pass or move through it. Some variations extend a pit-like state
that limits the agent and lowers the reward obtained by a given value. The grid
world environment is very broad and can be modified as a model for several problems spaces. A typical example is a path-finding optimization problem that can be
constructed just like a fully connected graph and observed as a grid game scenario.
Ideally, the problem space has to allow the agent to navigate in 4 directions to map
the graph to a given node.

Figure 4.2: A typical setting of two optimal outcomes for an agent in a simple 3 X
3 grid
In the classical representation of the grid world scenario, the termination criteria
is solely when the goal is attained. The reward obtained while navigating through
the path is a function of how good the path is. This function is used to update
the probability of choosing an identical path in future iterations. Therefore, with
this approach, the agent observes the states and adopts its policy while learning
and navigating towards a solution based on the problem of searching for an optimal
path in the grid.

4.3

Gridworld, default settings

In this report, we apply the following settings for the agent in the environment. The
set of possible actions available to the agent are to move up, down, left, and right.
A = ”up”, ”down”, ”lef t”, ”right”
There are four possible action steps and each time step results in a reward of
-1 except the position where the agent attains the goal state. Arriving at the goal
state results in a maximum cumulative reward. In a situation where there exists
more than one agent in an environment, the final state is identified as a state where
the multiple agents are in their corresponding goal states. Navigating through the
obstacles or walls in the grid will result in the agent moving to its prior position
but still costs the time of a single step. In scenarios with multiple agents, agents
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sometimes collide and the collision results in a reward of -2 for each of the agents
while they are traversed to their prior positions. As a result of the grid world
setting, several variations are present and each setting possesses more than one
optimal policy. A typical example of more than one optimal outcome for a simple
grid-world problem is represented in Figure 4.2:
Figure 4.2 demonstrates the grid world environment in which a single agent tries
to reach the goal state. The grid world environment is more complex than the
example highlighted. The agent’s starting cell is on the top left, the transitions
are deterministic, and the agent cannot encounter a wall or obstacle as that is not
a valid move. The world utilized in this environment is a 25 × 25 grid and every
cell is a different state. The environment has a goal state in a single cell. There
are 50 cells that contain obstacles and there are four actions that can possibly lead
to the goal state at each time step of the agent. For building the graphical user
interface(GUI) we used Tkinter to build our custom model of the grid instead of
OpenAI gym. OpenAI gym is a python library that provides a large number of
test environments to work on our RL agent’s algorithms with shared interfaces for
testing and implementing general algorithms. For this research we used Tkinter
because we are building our model and creating a custom reinforcement learning
environment in a simple 25 × 25 grid, which is why I did not utilize OpenAI Gym.
NumPy was used to handle data in form of matrices, and used Image to add images
to the canvas widget for the experiment, considering the algorithm implemented,
the size of pixels, and height and width of the environment. A deterministic reward
function was used in this procedure

4.4

State Representation

The agent is now placed in a novel and unknown environment to perform a navigation task. In contrast to learning from past experiences, the agent has no past
experience of the numbers, sizes, and positions of the obstacles. It has no idea of
the exact target position. The agent seeks to obtain a policy to navigate through
a collision-free path, and always maintaining a safe distance from the surrounding
obstacles. The agent might initially select a path that is sub-optimal as a result
of incomplete knowledge of the environment, but this is still acceptable as it is a
trial-and-error interaction with the environment.
In this domain representation for this task, the learning agent must navigate from
the top left corner of a rectangular grid to the bottom right corner in a minimum
number of actions as possible. The action steps are stochastic, in the sense that they
navigate the agent randomly in unusual directions. A technique known as reward
shaping was appended to this classical problem space to showcase the analysis and
results for this problem.
In this experiment, we utilized function approximation and implemented it by
updating the Q-table. Then at every time step t, the present state was denoted by
a 25 × 25 matrix M. The first row of M identifies the agent’s position in the grid
world. First, the Q-table has to be built. There are n columns, where n= number
of actions and m rows, where m= number of states.
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4.5

Solving Grid-World MDP’s with reinforcement
learning

There are two algorithms predominantly utilized in reinforcement learning such as
Q-learning and SARSA. The two methods are based on the same foundation and
use the principle of policy or value iteration. The agent selects an action a in
0
state s choosing a policy and navigates to a new state s and obtains a reward.
Immediately the agent arrives at a subsequent state, it estimates the value of the
prior state-action pair (s,a) utilizing the reward and the evaluated value of the stateaction pair maxa Q(s0 , a). In this iterative procedure, the reward obtained in a given
state transition to neighboring states and affect their outcomes.
The principal concept of both Q-learning and SARSA is that the agent chooses
the next step, observes and estimates the present state, and then updates the result
of the prior state-action mapping. This depicts that the environment is iterated
choosing actions that rely on the present estimates to look for outcomes. Temporal
difference learning has some comparison with respect to Monte Carlo approaches,
a major distinction is that temporal difference learning applies the evaluated representation in the value function updates. Monte Carlo methods iterate a complete
episode and afterward perform the value function update for the corresponding state.
In contrast, temporal difference learning performs the value function update by utilizing the present estimates, while the current episode is iterated. The mode of
value function update is using a technique known as bootstrapping. Bootstrapping
is a technique where the agent uses background knowledge or the present estimates
during the learning process. A fundamental hyper-parameter known as the learning
rate is represented as α

4.6

Exploration vs Exploitation Trade-off

Reinforcement learning involves the process of an agent learning from experience.
The action-selection process where the agent makes a decision influences the type
of experience gained for learning. Therefore, it is often critical to avoid short-term
optimal actions in order to reach new states which could yield the final maximum
cumulative reward. When an agent performs its action selection process by following
a greedy strategy, it will most likely arrive at a sub-optimal outcome or no outcome at
all. Exploration involves avoiding the best actions and selecting alternative actions
to arrive at possible new states and rewards. On the other hand, exploitation is
choosing a policy depending on the highest Q-value optimal actions. Thus we need
to map both exploration and exploitation to arrive at the most optimal solution.
All Reinforcement Learning agents learn from experience. Therefore, the decisions an agent makes in terms of selecting an action to determine which type of
experience they obtain and what they learn from it. Then, it is sometimes important to avoid the best actions, according to the agent, so as to get to new states
that could, potentially, provide the highest cumulative reward in the future. If an
agent always selects an action based on the highest Q-value (greedy strategy), it will
probably find a sub-optimal solution or not find any. Following a policy only based
on the best actions (those with the highest Q-value) is called Exploit, while ignoring
those best actions and select another action in order to discover possible new states
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and rewards is called Explore. This is the reason why it is necessary to have a
balance between exploring and exploiting. This need of balance is commonly known
as the Exploration/Exploitation dilemma or Exploration/Exploitation trade-off.
A very common technique used is the epsilon ()-greedy approach. This exploration strategy relies on the assigned value  to estimate the probability of selecting
a random action over the action that has the highest Q-value. The former is a form
of exploration while the latter is exploitation. The parameter  is a value between 0
and 1,  ∈ [0, 1]. The first step involves creating a random number n from a uniform
set [0,1], then we select an action with the highest Q-value argmaxa∈A Q(s, a) if
n≤
During the learning process of an agent, it is key that the agent samples the
possible set of outcomes adequately by exploring. This depicts that the agent sometimes abandons the policy it is following and performs the action-selection process
at random. The exploration procedure is good for the agent to first obtain precise evaluations of the state-action values. In scenarios where the objects are not
static, exploring is such a valuable step, such that the modifications of state-action
pairs over a time step. Several methods exist to apply exploration, a very simple
method is to allow the agent to perform action selection in a uniform strategy with
some probability assigned to it. Majorly, the probability is high at first and diminishes as the agent undergoes training. Alternative approaches adopt probability
distributions to the agent’s policy to sustain a finite value assignment for the action
step. This method makes the action-selection process of the agent very feasible and
ultimately the agent will observe every state-action mapping.
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Chapter 5
Algorithms Comparison
5.1

Results

A major goal of this thesis is to apply the algorithm with the adequate setting
of parameters to be estimated in regards to the greatest learning time step. This
chapter showcases what results have been obtained and spring forth novel concepts
in the application of Q-learning [39] and SARSA [24] in path planning scenarios of
the grid world. The prior chapter describes the settings of each environment that
the agent needs to solve. The agent seeks to perform the path planning task in the
environment. The exploration strategy is the traditional Epsilon Greedy strategy.
The process of exploration is to continuously maintain the complete randomness of
the action-selection process until the experience policy is full. Next, we traverse
a decaying Epsilon-greedy strategy in which the exploratory rate is reduced based
on the fixed rate. Eventually, the epsilon parameter reduces based on the least
exploratory set value in order to test the solution obtained by the agent. This
chapter describes the results of the implementation and outlines the throughput of
the agent by sampling both algorithms for a given task.
All experiments conducted in this report have been conducted in the given environmental setup and parameters for statistical tests:
• MacOS, Core i5, 8GB RAM
• Python 3.5.0
• IDE Used: Visual Studio Code 2020
• Dimension of the environment:Environment height- 25, width -25
• Number of episodes of the policy-based algorithm - 100 episodes

5.2

Grid World

This project seeks to perform a comparison of Reinforcement learning algorithms
for an agent to navigate in the path planning environment. Therefore, to address
that problem we need to implement an environment known as the grid world.
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Figure 5.1: gridworld package
The grid-world is a classical environment made up of a 2D maze bordered in
some states by grids, in a representation where a grid can either be an obstacle or
can be empty. Some python data structures and functions were created.
• EnvState checks the current position of the agent in the grid.
• EnvAction represents the list of action possibilities in the agent’s current state
in the grid.
• ChooseAction denotes the selection of action for an agent.
• Obstacle represents the set of obstacles in the grid such as the position of the
walls.
• GridEnv is the implementation of the environment. It contains some obstacles,
the start and goal positions, and implements the reward function R(s,a) in the
chooseAction function.

5.2.1

Selecting the best parameters

Let E : P → N signify a function from the set of parameters P of the algorithm
mapped to the least episodic value to arrive at the optimal route such as reaching
a stable state. This section requires obtaining the least E for all parameters P of
a detailed agent. In real-world automation, the function is identical to an error
function which indicates that the lower it is the more optimal the results. There
are several ways of estimating the ideal parameters of a given function such as the
Gradient Method, although it relies on the first guess and can only estimate the
local minimum. Moreover, in this report, the parameters utilized were bounded
from 0 to 1, this, in turn, allows us to choose the balanced parameters that would
not overshoot or converge too quickly.
Hyperparameters
In Table 5.1 we highlight the hyperparameters that were utilized to simulate the experiment in the grid world scenario. Furthermore, we assigned the hyperparameters
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and they are fixed throughout the simulation. Also, we adopted -greedy, although
 was linearly annealed from the first exploration value till the last exploration value
depending on the exploration decay steps value. However, we randomly initialized all
the weights and used the linear annealing technique for the exploration parameter.
Hyperparameter Description
The learning rate parameter for both algorithms is a value
between 0 and 1, where a 0 value depicts that no learning
α
will take place and a value of 1 shows that earlier observations will be replaced by new ones.
The  value is an explorative step derived from the greedy and is a value between 0 and 1, where 0 depicts no

exploration and higher values determine exploration for
all steps.
The discount factor is a value between 0 and 1 and evaluates how much the future reward is discounted, where
γ
a value of 0 means that we evaluate only immediate rewards, while a value of 1 means that we evaluate future
rewards equally.
This parameter is a value between 0 and 1 and determines
λ
eligibility traces
Table 5.1: A summary of parameters utilized in the reinforcement learning experiments.

Policy
The policy relies on the  value in other words the application of the -greedy policy
for the implementation. When the -greedy is not utilized, it shows that there is
not an important contrast between the SARSA and Q-learning algorithm when it
comes to the update of Q-values. The update of Q-values uses -greedy policy and
the Q-learning algorithm maximizes the values. Mapping  to a non-zero estimate
is a technique to incline the algorithms to possess the ability to converge towards
the optimal Q-values, or else it will not be possible to validate such definition. The
 parameter verifies that we are prone to select prior non-selected action steps to
perform tests whether the future cumulative reward is not greater as a result of
selecting the action step. It is observed that the comparison of either utilizing
-greedy policy or otherwise does not cause a great change. However, adopting
-greedy policy strictly presents better outcomes. We ran multiple iterations and
estimated the outcome of random iterations. The value of  is modified using the
equation
k = 1/k,
where k is the number of iterations and we fixed the other parameters used in
this experiments for this section as: discount factor = 0.99, learning rate = 0.01,
reward decay = 0.9

Chapter 5

45

Table of Contents

5.3

Q-learning

The subsequent subsections is focused on seeking the optimal parameters for the
Q-learning algorithm. Tested values for the grid environment using Q-learning and
-greedy is shown and every iteration is repeated 5 times successfully performing
60 training steps for each iteration in the testing configuration. In order to obtain
a foundation for analysis of the algorithm, simulations were performed for the Qlearning agent. Section 4.3.3 presents the data obtained.
Discount factor
The discount factor is an important hyperparameter used in Q-learning. The variable γ denotes the discount factor and how the modification of the parameter affects
the learning step of the Q-learning algorithm. After several iterations and taking
estimates of the results, the value 0.99 showed good stability. It is observed that
the throughput of the algorithm reduces by limiting the value of the parameter and
only behaves efficiently when it is close to 1. In general, the parameter ascertains
the extent of deciding the future possible reward. When the parameter is reduced
to a very insignificant value, we only consider the actual reward which is not ideal
as it could be that the agent is very close to the terminal state before restarting
as it avoids the future penalization. The discount factor estimates the weight given
to future rewards in the value function. The goal of the agent is to maximize the
cumulative reward for reaching the goal state

Discount factor γ
0.1
0.5
0.7
0.99

Number
convergence
episodes
65
74
78
81

of

Program execution time(min)

Average
path
length(L1 )

51
48
48
45

41.85
41.34
40.26
39.71

Table 5.2: Effects table of discount factor.

Learning Rate
The results describe the impact of the learning rate parameter on the throughput of
the Q-learning algorithm. The outcomes are not so direct as when the value is set to
1.0, the algorithm does not estimate the initial value that might as well be learned
from prior simulations. The algorithm is optimal at the learning rate of 0.01 as the
fluctuation in the learning process is obviously smaller and exploits prior knowledge
which results in a guarantee of convergence. When the value is large it leads to the
agent ignoring previous knowledge and focuses on the impact of the recent value.
Therefore, it is observed that setting the values to 1.0 and 0.999 yields bad results.
It is seen that the value 0.01 yields great outcomes as over time the values in the
Q-table become more accurate, but learning using a high learning rate might lead to
the algorithm learning at the cost of arriving at a sub-optimal final set of weights.
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Learning rate α
0.01
0.1
0.3
0.5

Number
convergence
episodes
76
108
242
370

of

Program execution time(min)

Average
path
length(L1 )

54
62
67
73

40.93
41.23
41.05
44.62

Table 5.3: Effects table of learning rate.

5.3.1

Variation of parameters

As enumerated in earlier sections, the parameters were optimized in the sequence:
α, λ, and γ. The selected parameters were initially optimized in a randomly generated 25 × 25 static grid world environment where the density of obstacles in the
environment was 0.3 such that 30% of all possible states consists of obstacles. Empirical data was averaged over 100 iterations in the environment where 250 episodes
was performed for each iteration. The results aggregated include average time to
completion of the selected action towards the goal for the agent over 250 episodes,
the best time to completion in comparison to the optimal outcome, as well as the
number of episodes required to attain the optimal completion time.
The Table 5.4. consists of the optimization outcomes given in the sequence in
which the experiments were conducted. In the estimated results, the parameters
that are being tested and changed are in bold characters. In the sampled results, we
highlighted the best outcomes for each varying parameter and utilized them for the
subsequent tests. The overall best average time of completion is the selected criteria
from the group of trials. The best performance column outlines the optimal results
for those tests. The evaluation of the optimal performance criteria for separate parameter trials was computed. The selected parameters result in the best completion
time in contrast to a faster learning speed. The chosen criteria for evaluation is the
best average completion time. We can observe from the Table 5.4 that the learning
rate, discount factor and eligibility trace was varied from 0.1 to 0.9 and the criteria
such as the time taken for the agent to reach the goal state produced some stable
and consistent outcomes. From the table we obtained the average completion time
over 100 iterations for 575 episodes each. The learning rate of 0.01 was selected as
it yields the shortest completion time to goal as values closer to 1 shows that the
agent learned fast at the cost of arriving at a sub-optimal final set of weights in the
best performance. The discount factor makes the estimated return finite and the
results reflect the present value of future rewards. The discount factor when close
to 1 presented optimal results as obtained from the best performance column as the
agent considered future rewards. Furthermore, when the parameter was reduced to
a insignificant value to 0.1 and 0.3 the results produced a high completion time and
although the fluctuation in the learning process is smaller, it exploits prior knowledge at the cost of arriving at the sub-optimal final set of weights in the number
of episodes to goal. The experimental best parameters observed for the Q-learning
agent was discount factor = 0.99, learning rate = 0.01, reward decay = 0.9. The data
is presented in the context of static environment and the results show the stability.
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α

λ

γ

0.01
0.1
0.3
0.5
0.7
0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01

0.9
0.9
0.9
0.9
0.9
0.1
0.3
0.5
0.7
0.9
0.9
0.9
0.9
0.9
0.9

0.99
0.99
0.99
0.99
0.99
0.99
0.99
0.99
0.99
0.99
0.1
0.3
0.5
0.7
0.99

Average
Time
to
goal(min)
73.5
140.5
101.6
96.6
77.2
97.3
81.3
73.6
71.8
69.5
128.9
89.5
68.9
51.8
49.9

Best performance

Episodes to
goal

28
37
34
34
30
33
35
39
39
33
29
29
29
29
29

156
238
327
68
99
134
100
132
86
209
190
154
94
45
66

Table 5.4: Variation of Parameters for the Q-Learning Agent.

The statistical experiments using the Q-learning algorithm, we selected the parameters: α = 0.01, λ = 0.9, γ = 0.99. Following the selection of parameters for
the Q-learning agent, we analyzed the performance of the agent in relation to the
obstacle density as well as the environment size. The performance in relation to
the density of the obstacles was evaluated in a static environment of size 25 by 25.
Figure 5.2 is a representation showcasing the average completion time for the agent
in 100 iterations over 250 episodes. The density of the obstacles in the environment
was alternated from zero to 0.5 in steps of 0.05.

Figure 5.2: Time to Completion vs. Obstacle Density for Standard Q-Learning
Agent
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Figure 5.3 is a graphical representation of the completion time with respect to
the environment size for the Q-learning agent. In this experiment, we utilized the
value 0.3 for the density of the obstacle. The completion time is estimated at over
100 iterations of 250 episodes each.

Figure 5.3: Time to Completion VI. Environment Size for Standard Q-Learning
Agent
The corresponding evaluation in a static environment is complemented by the
analysis of dynamic episodes. The performance of the Q-learning agent was observed
in relation to the episodes of the environment. The obstacle density was set to 30%
to reflect the convergence of both algorithms and demonstrates the generalization of
a safer path in the comparisons for the Q-learning and SARSA agent. The Figure
5.3 show that the algorithms yield identical results as the completion time increased
with respect to increments in the size of the environment. This emphasizes that the
change in size of the grid ultimately yields a variation in the criteria for evaluation
as it directly impacts the average time to goal and episodes to goal for the agent in
the environment.

5.3.2

Discussion

The Q-learning approach produces a table that is computed by the size of the number
of states times the number of actions. The size of the agent is one unit of the grid.
Therefore, the Q-learning agent while experiencing the environment needs to store
Q-values for all the new states that it visits. The Q-values represent the input
coordinates for the new states and yield optimal results by training and following a
policy. In Table 5.5 it can be observed that the final length of the Q-table shows it
took 43 steps to goal for Q-learning in relation to 53 steps for SARSA and the results
shows the convergence to a good result as the length is 23% less when compared
with the SARSA algorithm which is fast for the environment. It clearly shows that
Q-learning provides a closer optimum path planning from start to goal. This is due
to the exploration rate and discount factor being the same in both experiments.
In Figure 5.4 the result of different results for the number of steps per episode
is shown where the x-axis denotes the present iterative episode, and the y-axis
represents the total steps obtained by each episode. Using a greedy strategy on
selecting the next action with the best reward, lowers the exploration rate and leads
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to faster convergence. However, the agents may get stuck in local optimums at the
beginning with lower exploration rates by estimating the maximum Q-value over all
possible actions for the next step. Therefore, optimal behavior was observed after
250 learning episodes to obtain the final policy where the exploration rate is reduced
in favor of exploitation. We compare the computational time for the Q-learning and
SARSA in the table below.
Table 5.4 shows that the computational time for the completion of the learning
episode by estimating the average time to goal in relation to Table 5.9 which shows
that Q-learning performs 34% faster than SARSA. Considering that the SARSA
method needs ultimately more training episodes to perform on the level of the Qlearning. Q-learning when considering computational time might be preferred over
the SARSA algorithms for the grid world. Although, the elements in a Q-table will
be increasingly larger when the environment complexity increases.
In the standard Q-learning algorithm, the agent holds a Q-table and uses the
table to obtain the ideal action for each state. The size of the table is S × A, where
S is the state and represents the coordinates of the agent and A is the set of actions.
There are four choices of the agents’ actions: up, down, left, and right respectively.
The coordinates for the states is defined by two points. The size of the agent is the
size of the grid and the position of the agent is represented by coordinates (x0 , y0 ,
x1 , y1 ). This means that the line goes from the point (x0 , y0 ) to the point (x1 , y1 ).
The first one is the top-left point and the second represents the bottom right point
of the rectangle. For each state, we store the reward for each action. Typically, this
is done as a 2-dimensional array.
There are obstacles in the maze, if you meet obstacles and maze wall after action
selection, the agent will remain in the original state, otherwise enter the next state.
The starting position of the agent is set at coordinate (3.0,23.0,17.0,37.0) of the
maze environment, the agent based on the Q values takes the action down, down,
right, down, down, until it follows the route to goal. The full Q-table of 575 rows
representing all states for this environment is given in Table 5.6.
The process of updating the Q-table using the update equation runs for a predefined number of episodes. An episode as discussed earlier is completed by arriving
at the goal state. For every episode, the environment is reset before starting the
update procedure. For a chance of  (0.1 or 10% in our case), it chooses a random
action and for a 1- chance (0.9 or 90%) it chooses the best action based on the
Q table values. After an action is chosen, it executes the ‘step’ function defined in
the environment to receive the next state, reward, and the completion state (‘done’)
of that episode. Then it updates the Q value in the table for that particular state
and action combination using the update equation. Finally, it sets the next state
(that we received from the environment) as the current state and repeats the whole
process until the agent arrives at the goal. By end of the training procedure, after
completing the number of episodes, we get the Q table as followed in Table 5.5 for
the final route.
This shows the explanatory feature that we expect from a machine learning
algorithm, in addition to its learning and decision-making skills that we have seen
so far. If an agent is in the start state, the action value selected is higher than any
other action, considering the cumulative reward that it gets at the end of a step.
After initializing Q, the agent takes its first action for which it receives the reward
and updates Q(s1 , a1 ). It makes sense for the agent to move ‘DOWN’ if it is in the
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next state, ‘DOWN’ if it is in the following state, to reach the target. This sequential
action selection based on the Q-value update process continues until a goal state is
attained. It’s clear why the agent takes an action at any particular instant of time.
Figure 5.4 shows a graphical illustration of the episodes in the environment and
the empirical data was averaged over 100 trials consisting of 250 learning episodes
each. The shortest route to the goal comprises of 43 steps for the grid environment.
The resulting Q-table in Table 5.5. and 5.6. shows the length of the final Q-table
is 43 steps in comparison with the total length of the full Q-table with 575 rows.
The evaluation criteria of the algorithms is how good the policy obtained is and the
final policy is most important. The Q-value is used to compute the cost function
evaluation and the update is based on actual state transitions. The discount factor
controls the impact of the future cost function on a current Q-value. The cost
function takes the input state and the target state to compute the temporal difference
as shown in equation 3.14. The agent learns from the transition and estimates the
difference between the actual values. The statistics of the plots of the episode via
cost represent the asymptotic slope which represents how good the policy obtained
by the algorithm is showing some stable outcomes. The initial zero minimum value
in Figure 5.4 shows how the reward is discounted before it begins to improve and
reflects how long it takes for the algorithm to recoup the learning cost.

Figure 5.4: Plotting the results for the number of steps for Q-learning (a) Episode
via steps, (b) Episode via cost
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Table 5.5: The length of final Q-table with values from the final route

Table 5.6: The length of full Q-table with values
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5.4

SARSA

This section demonstrates the parameters which yield to produce relevant outcomes.
The variables were tested in the grid environment using SARSA and -greedy. The
estimates were successfully conducted over 250 episodes for every iteration in the
testing configuration. Therefore, experiments were performed for the SARSA agent
to maintain a benchmark for analysis of the algorithm. The parameters for the
evaluation of the SARSA algorithm in the grid world environment are further enumerated in subsequent sections.
Discount factor
The discount factor is a vital hyperparameter used in Q-learning and determines
if you estimate only immediate rewards or if future rewards are considered as well.
Following multiple iterations, the statistical evaluations show that the value 0.99
showed good stability as it guarantees convergence. The performance of the algorithm yields worse results if the values is reduced towards 0. The algorithm performs
better when the discount takes a value close to 1 and determines the possibility of
estimating future rewards. If the discount is lowered to a value close to 0, it limits
the agent to immediate rewards and is less optimal as the agent may not consider
obtaining the total future rewards by reaching the goal state.
Discount factor γ
0.1
0.5
0.7
0.99

Number
convergence
episodes
74
83
78
85

of

Program execution time(min)

Average
path
length(L1 )

73
87
91
89

45.87
47.28
47.53
47.30

Table 5.7: Effects table of discount factor.

Learning Rate
The learning rate is highly significant to the efficiency of the SARSA algorithm. The
learning rate has the highest effect on the outcomes of the reinforcement learning
agent. The higher the learning rate the lower the speed of learning as the extent of
the first values results to slower learning. The selected learning rate for the SARSA
algorithm was 0.01 and it produced a better performance of the reinforcement learning agent. With a small learning rate you have a guarantee for convergence of the
algorithm. Selecting higher values for the learning rate results in continuous fluctuation in the local minima as the impact of recent values is considered and completely
ignoring prior knowledge.

5.4.1

Variation of parameters

As the SARSA agent is compared to the Q-learning agent, the optimal parameters
for the Q-learning agent were tested and analysis was conducted over the variation
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Learning rate α
0.01
0.1
0.3
0.5

Number
convergence
episodes
84
112
256
381

of

Program execution time(min)

Average
path
length(L1 )

61
69
71
78

45.83
46.97
47.31
49.55

Table 5.8: Effects table of learning rate.

of the learning rate. The learning rate affects how the model can converge therefore
having the greatest effect on the throughput of the reinforcement learning agent.
The other parameters were fixed at the selected values given in section 4.3.3. Next,
the effects of the modification of the learning rate of the agents was observed. Table
4.7 shows the outcomes of varying the learning rate in the SARSA algorithm. The
empirical data was obtained using the same grid world setup as used for the variation of parameters in section 4.3.3. Following the selection of these parameters for
the SARSA agent, the performance was also tested with respect to the size of the
environment and the density of the obstacles in the static grid world environment.
Figures 4.4 and 4.5 showcase the results of the experiments.

α

λ

γ

0.01
0.1
0.3
0.5
0.7
0.9
1.0

0.9
0.9
0.9
0.9
0.9
0.9
0.9

0.9
0.9
0.9
0.9
0.9
0.9
0.9

Average
Time
to
goal(min)
75.8
136.8
104.4
99.3
80.8
98.8
81.3

Best performance

Episodes to
goal

33
36
32
35
34
33
35

168
227
309
109
112
165
187

Table 5.9: Variation of Parameters for the SARSA Agent.

For the remaining experiments using the SARSA algorithm, the parameters evaluated were α = 1.0, λ = 0.9, γ = 0.9.. Following the parameter selection of the
SARSA agent, performance evaluation of the agent with respect to the obstacle
density and environment size was demonstrated. The outcomes when mapped to
the obstacle density was calculated in a static environment of size 25 × 25. Figure
5.5 indicates the average completion time for the agent in 100 iterations over 250
episodes. The obstacle density in the environment is 0.3.
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Figure 5.5: Time to Completion vs. Obstacle Density for Standard Q-Learning
Agent
Figure 5.6 shows the mapping of the program completion time in relation to the
size of the environment for the SARSA agent. The experiment was performed using
the obstacle density of 0.3 and the program execution time was obtained over 100
iterations of 250 episodes each.

Figure 5.6: Time to Completion VI. Environment Size for Standard Q-Learning
Agent
The following representation of the static environment is evaluated by mapping with
the episodes. The performance of the SARSA agent was mapped with respect to
the number of episodes in the environment.
The statistical performance results of the SARSA algorithm in executing the
path planning task is shown in Figure 5.7. It is shown from the plots that the
average computation time of the learning episode is different from the Q-learning
algorithm. The average success rate of the SARSA algorithm for reaching the goal
during learning was 15.5% greater than the Q-learning algorithm as observed from
the best performance in Table 5.9. In the evaluation of the average step size and
shortest path to goal in Table 5.8, the SARSA algorithm misses the shortest route
by 12% but avoids large penalties from exploratory moves by choosing a safer path.
The figure shows a graphical representation of the episodes in the environment where
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Table 5.10: The length of final Q-table with values from the final route for SARSA
agent
the data was averaged over to plot the results for the number of steps per episode.
Considering that the SARSA algorithm needs extensively more training episodes to
perform on the level of Q-learning as seen in Figures 5.4 and 5.7. It shows that
when using the -greedy method, several significant fluctuations are observed when
the agent first enters a new region during learning and decides to explore the optimal
path.

Figure 5.7: Plotting the results for the number of steps for SARSA (a) Episode via
steps, (b) Episode via cost
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Table 5.11: The length of full Q-table with values from SARSA agent

5.5

Self Learning Results

The process of selecting an action for the agent leads to a state change and is
referred to as a step. The process of navigating an agent to the goal position with
the maximum number of steps is known as an episode. The process of the agent
learning by itself is observed in a number of learning episodes where each episode has
a maximum number of moving steps. The total number of episodes have the same
configurations of obstacle positions. The training process is exited when all learning
episodes are completed. After the learning process is finalized, the weights have
successfully been trained and can be utilized strictly in the corresponding process of
agent navigation. Then, because the reinforcement learning methodology is a trialand-error approach, we accommodate that a large number of episodes might fail as
a result of the collision. A new episode will be initiated if the agent encounters the
following conditions:
• The agent obtains a collision-free route to the goal position.
• The agent encounters an obstacle or the environment borders
• The agent exceeds the number of moving steps
The simulation procedure to run both algorithms was tested in an environment
shown in Figure 5.8. initially without obstacles and then some obstacles were added
to the environment. The algorithm should be feasible in an identical environment
with contrasting parameters such as the learning rate, reward decay, discount factor, and others. Therefore, the practical mode of implementing this problem is by
automating the process. To process this step we used Tkinter to build the GUI, we
used NumPy to handle data in form of matrices, and used Image to add images to
the canvas widget for the experiment, considering the algorithm implemented, the
Chapter 5

57

Table of Contents

size of pixels, and height and width of the environment. For the configuration of the
model, Q-learning and SARSA were implemented using the following parameters:

Figure 5.8: Grid world environment visual representation from the Env where the red
dot represents the agent, the yellow dot, the goal state. Each state is represented
by the grey area with squares in the grid. The objects in the grid represent the
obstacles
• Learning rate α = 0.01
When the learning rate is too low, the learning step becomes slower, otherwise
if it is too high it can lead to not obtaining any solution. Therefore, it is better
to obtain a solution than speeding up the learning step.
• Reward discount factor γ = 0.99
The goal is to make the agent aggregate the maximum cumulative rewards,
hence we used high discount values to avoid instantaneous rewards.
• Reward decay = 0.9
In relation to the epsilon value, this hyperparameter determines the value
of epsilon reduced following each episode. Then, we chose a value to allow
adequate exploration per episode to allow an agent learn over time.
• Epsilon parameter for e-greedy policy,  = 0.9
The epsilon parameter is used for the testing phase of this experiment. The
value is set as we want the agent to learn rather than maintaining exploration.

Hyperparameter
discount factor
learning rate
reward decay
-greedy

Value(s)
0.99
0.01
0.9
0.9

Table 5.12: Hyperparameters used in the grid world experiment.
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Figure 5.9: Plotting the results for the Reward progress for (a) Q-learning (b)
SARSA
The hyperparameters were set to observe the results for reward progress and from
the plots in Figure 5.9, it is evident that both algorithms converge to the maximum
reward, which results in the agent finding the optimal policy. SARSA converges
around 500 episodes while Q-learning starts to converge around 400 episodes. Qlearning always learns the best policy by using maximum Q-value, however, SARSA
learns a near-optimal policy. SARSA has a lower variance because it exploits knowledge by following the behavior policy to perform updates by using the expected value
instead of a greedy policy.

5.6

Comparison and Analysis

It is important to highlight that on-policy algorithms achieve performance levels as
efficiently as off-policy algorithms with the condition that the learning parameters
are explicitly optimized for the performance evaluation in the experiments. The
observation is that the behavioral policy is almost completely random following
exploration of the agent with an -greedy policy. Therefore, such policy will benefit
states nearer to the goal state as well as in the on-policy values of a random policy.
Although, in most problem domains a random policy may be insufficient to navigate
to some sections of the state-space. Therefore the outcomes showcase the problem
specification instead of relying solely on the differences between the algorithms which
stands for the specific domain.
The process of selecting the most optimal parameters for the model-free algorithm was performed by varying the parameters. Figure 5.8 describes the start state
on position (0,0), and the goal state on position (21,21). Based on an identical approach in prior sections to select the optimal parameters, we were able to compare
two algorithms SARSA and Q-learning. The goal of the agent is to move from the
start position and advance through an optimal path following a policy and without
colliding with an obstacle. In the environment, the solid objects are static obstacles,
and there are no moving obstacles, then the direction is predictable. The successful
navigation to the target position demonstrates the completeness of the algorithm.
Figure 5.10 shows the weights of the network were estimated and the change in a
single episode is calculated with the difference between the weights at the beginning
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Figure 5.10: Episode per reward of Q-learning and SARSA
of the episode and the weights at the final step of the episode. In both approaches,
we observed that the weights were alternating at the initial step of the episode and
then became subtle after about 50 episodes. The cumulative statistics of weight
change were at some point stable as the learning stage progressed and the weights
converged to the optimal values. Therefore, the agent systematically learns a coping
mechanism in the bounded environment.
The agent attempted from a fixed start position to arrive a the given target state
using an optimal policy. The agent successfully navigated and obtained a collisionfree path in the environment using both algorithms and the agent maintained a
reasonable distance around surrounding obstacles. The route through which the
agent navigated might be sub-optimal as a result of insufficient knowledge of the
environment state space, but it is still generally acceptable and feasible to attain
the set expectations, especially in such a complex environment.
In order to show the difference between the presented approaches, Q-learning and
SARSA algorithms were tested in a grid world environment and one sample is one
state-action pair. The mobile agent has learned a behaviour when encountered with
obstacles in the environment. The stochastic actions in the same state result in many
possible sets of actions. The number of multiple states that have been traversed for
the final episode and the Q-values was stored in the Q-table representing the final
path to the goal. Then we gave out a relation of each episode per step or cost. The
average results are shown in Figures 5.4 and 5.7:
The output shows that Q-learning and SARSA present similar results by successfully reaching the goal position, although the former was 34% faster than the latter
in the grid environment. The limitation of Q-learning is the large overestimations
of action values that may yield poor policies. Further studies show that a modified
SARSA algorithm performs best as a result of eligibility traces. Another highlight
is the consistent performance of the SARSA algorithm as it never performs badly by
avoiding the penalties as shown in Figure 5.10. The only limitation seems to be the
slower convergence rate which may be a result of the learning rate being utilized.
An outstanding learning process is attained in an episode where the agent successfully arrives at the goal position and follows an optimal policy. In the first
100 episodes in more than 40 instances the agent reached the goal position for Qlearning. However in the SARSA algorithm for the same number of 100 episodes,
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we had 30 instances of the agent arriving at the target position. The ability to
successfully reach the goal during training tremendously increases the standpoint
that the Q-learning and SARSA algorithm aided the agent to perform intelligently
in the environment by arriving at the goal position following the optimal policy with
the SARSA algorithm choosing a safer route.

5.7

Summary

In the previous chapters, we have discussed the core of reinforcement learning and
investigated two reinforcement learning methods used in path planning for the grid
world. We also assessed learning a policy by continuous interaction with the environment independent of a model. Most of the simple autonomous navigation tasks
are based on reasoning, optimal control which relies on the model in the environment. This method is feasible for most trivial applications, there is a drawback when
extended to the world of robotics for implementing machine learning methods.
This chapter presented the agent self-learning strategy without past experiences.
We explored the autonomous navigation of a mobile agent by adopting reinforcement learning methods such as Q-learning and SARSA in a grid world environment
shown in chapter 3. Q-learning and SARSA are used to improve the learning capabilities of an agent by trial-and-error interactions with the grid world. We designed
a table of weights that determines the sequence of actions that the agent undergoes
while successfully navigating from start to goal position. The major functionality
is the matrix Q which consists of all the states and assigns each weight to the corresponding action. The Q-table store the Q-values and generalize the performance
of the learning algorithm. The current framework is based on a policy representation which makes the learning algorithm easy to implement by updating the policy
with the learned reward function. The outcomes in the experimental framework is
stable and consistent. The agent intelligently obtains an optimal policy showcasing
self-learning in an environment.
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Chapter 6
Conclusion
In this section, we provide a summary of the major outcomes and showcase the
prospects of future research to finalize and yield improvements to this work. The
advent of mobile agents plays an important role in real-world scenarios, the ability to
move autonomously in environments is a huge advancement. The focus of this report
is to compare the Q-learning and SARSA algorithms which provide a mobile agent
with the capacity to learn intelligently and maneuver successfully in an environment.
Agents learn in a similar manner to humans where they learn behavior from several
demonstrations.
In this thesis, we adopted reinforcement learning approaches to path planning
environments in the grid world and observed various reinforcement learning methods
such as model-free methods and a linear approximation method. There are several
methods observed and we cannot categorically determine which algorithm performs
optimally than others in general. Although, there is the need to select an appropriate
approach for the specific problem domain because its performance is based on the
chosen method.
In the grid-world problem, a model-free method is selected as it efficiently learns
value functions for the domain. It is observed that for a small length the optimal
policy was obtained by the Q-learning agent, although the SARSA agent moves
through the safest path, it still resulted in a better learning output. Moreover, we
do not need to apply function approximation to this problem as it possesses only
position features.
This report showcases that model-free algorithms with eligibility trace are ideal
for path planning tasks to speed reinforcement learning and make it more robust
to hidden states. The agent utilized for the grid world environment showcases the
variations between on-policy and off-policy approaches. We examined the SARSA
algorithm with the variance of the update rule and compared it with Q-learning. It
is determined that agents trained via on-policy SARSA can achieve better outcomes
under specific conditions in complex environments when compared to the off-policy
Q-learning method. Simulation results under complex conditions with an obstacle density of 30% show how both approaches arrive at the optimal solution with
approximately 100% success rate in test cases for static obstacles. It is observed
in [38] that Q-learning has bad outcomes due to its continuous exploration which
might lead to sub-optimal actions. Although, in the grid world environment, the
Q-learning algorithm performs 34% faster than the SARSA. The online conservative
approach of SARSA misses the shortest route by 12% and avoids the risk of a large
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negative reward close to the optimal path. In particular, the SARSA approach has
convergence to an optimal policy allowing for possible penalties from exploratory
moves which proposes a safer path as the best optimal path. Next, we observed
that the SARSA will outperform Q-learning in domains where an -greedy behavior
policy based on Q∗ (s, a) is not equal to the optimal -greedy policy.
Lastly, one of the future objectives of this thesis is to design a system with the
ability to perform real-world tasks in mobile autonomous processes. We conclude
this report by highlighting future improvements that can be added to the system to
achieve the desired goal.

6.1

Future Work

Initially, this report has discussed the theoretical foundations of learning by the
agent and achieved suitable results in a grid world environment. Further tests can
be carried out on real-world mobile robots in simulators or outdoor environments
to enhance the learning process.
Next, an intelligent agent performs the task of prediction and control that depends on multiple sensors that observed and receive percepts from the environment.
The addition of robot sensors increases the learning framework and allows an agent
to learn a strategy from a wide range of sensory inputs obtained from the environment. The advent of robot sensors leads to obtaining audio and visual data from
the environment. The learning capacity of an agent from sensory inputs improves
robot intelligence and interaction with real-world scenarios
Thirdly, given the system design and adequate computational power, adding
a higher level of complexity to the environment will be a future improvement by
expanding the walls and placing the goal state to imitate a real-life scenario. Another
step will be to observe how an agent performs in dynamic environments where the
walls and goal state is re-organized at each time step and this would require deep
reinforcement learning approaches to help the learning process of the agent in a
dynamic environment. This is very similar to real-world applications
Then, it would be interesting to study a system implemented with real robots.
To perform this task, the robot must utilize sensors to identify if it encounters a
wall or an obstacle. The agent requires sufficient information to obtain the pieces it
encounters along its way. To achieve this we propose obtaining an object whenever
one is observed. Another option is to add a collective action to the action selection
process of the agent to perform efficient learning of gathering and collecting the
pieces simultaneously. The final requirement is to possess adequate computational
power to implement the framework.
Furthermore, the learning process of an agent should be enhanced in multiagent systems. More interaction can be done with multiple robots and it would be
important to enable robot learning paradigms to predict the behavior and combine
better with other robots.
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